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Chapter 1

Introduction

1.1 Background

The concept of productivity is simple: it is the ratio of output to inputs. Pro-

ductivity is important for both microeconomists and macroeconomists. First, more

productive businesses are more likely to survive and grow and generally are more

pro�table (see Syverson (2011) for a recent survey). Second, long-run economic

growth depends on demographic trends, capital deepening, and trend productivity

growth.

Unfortunately, a number of factors complicate our understanding of productiv-

ity. First, productivity is measured with error (see the review of Hulten (2001)

on sources of measurement error and their e¤ects). Second, the relationship be-

tween productivity and other economic variables and direction of causality between

them are not yet fully understood. For instance, in the real business cycle litera-

ture movement of the productivity frontier is exogenous and output follows as the

representative �rm invests and households supply labor in response to changed op-

portunities. Alternatively, co-movement of output and productivity �procyclical

productivity �may be the result of a host of features of production technology,

such as increasing returns to scale (Hall (1990)), production externalities (Bartels-
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Chapter 1. Introduction
man et al. (1994), factor hoarding (Basu and Fernald (1997), or adjustment costs

(Baily et al. (2001a)). Recent results by Basu et al. (2009) suggest that produc-

tivity developments can also summarize the change in welfare of a representative

consumer.

This thesis explores whether using information on �rm-level productivity and

market share helps us better understand aggregate productivity �uctuations. In

Chapters 2 and 3, we forecast aggregate productivity in the Netherlands and the

United States and �nd that using information from �rm-level data improves aggre-

gate productivity forecasts.1 Chapter 4 puts these empirical �ndings into context

and addresses two additional questions related to aggregate productivity �uctua-

tions.

1.2 Structure and main results

The thesis contains three essays on aggregate productivity growth. In the �rst two

essays, we explore whether using information from �rm-level data help forecasting

aggregate productivity growth. The third essay attempts to establish a context for

the �ndings of the previous two. In addition, it investigates two questions related

to procyclical productivity and the so-called granular hypothesis.

Chapter 2 contributes to the productivity forecasting literature by exploring

whether progress can be made by departing from the assumption of a representative

�rm and the notion that productivity is the outcome of a data generating process

at the aggregate level. Instead, we look for guidance to heterogeneous �rm models

where aggregate productivity growth is the outcome of explicit innovative activity

at the �rm level and market allocation and selection processes. Using data on

1Chapter 2 is closely related to a previous paper joint with Eric J. Bartelsman. The paper has
been resubmitted to the Review of Economics and Statistics. Chapter 3 represent the body of work
I have done jointly with Eric J. Bartelsman and Christopher J. Kurz for the 2011 NBER/CRIW
workshop.
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1.2. Structure and main results
Dutch manufacturing �rms, we �nd that productivity components prove useful for

forecasting aggregate productivity developments.

In Chapter 3, we forecast aggregate productivity growth using data on U.S. man-

ufacturing establishments. We con�rm the results described in Chapter 2, i.e. that

�rm-level information may help forecasting aggregate productivity growth. The

main contribution of this chapter is that it presents a method that accommodates

micro-aggregated components to estimate unobserved structural productivity in a

state space model. We also extend on Chapter 2 because we use data on manufac-

turing establishments to forecast trend productivity growth for the entire economy.

Our results have practical bearing on macroeconomic forecasting. Over business cy-

cle frequencies, output growth is correlated with measured total factor productivity

growth, which is a key determinant of potential output. Potential output, in turn,

is a crucial argument in policy functions of central banks owing to its implications

for in�ationary pressure. Therefore, better forecasts of trend productivity should

improve forecasts of potential output.

In Chapter 4, we explore a recent theoretical model of heterogenous �rms. Our

simulation results provide evidence on three issues. First, we show that the pro-

ductivity components described in Chapters 2 and 3 correctly detect shocks to the

productivity distribution. This �nding helps us understand why the �rm-level in-

formation used for the productivity components of Chapters 2 and 3 prove useful

in forecasting aggregate productivity. Second, we �nd that changes in the cyclical

behavior of aggregate productivity may be related to changes in �rms�factor ad-

justment. To our knowledge, our study is the �rst to demonstrate the relationship

between cyclical productivity and both labor and capital adjustment costs using a

model of �rm-level heterogeneity. Finally, we show that the productivity and mar-

ket share evolution of large �rms may explain aggregate productivity �uctuations if

the �rm-size distribution is fat-tailed. This is an important �nding because if �rm-

size matters for aggregate developments, then the moments calculated using data

3



Chapter 1. Introduction
on the largest �rms may prove useful proxies when data on the entire distribution

is not available.
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Chapter 2

Forecasting Aggregate

Productivity Using Information

from Firm-level Data

2.1 Introduction

Predicting aggregate productivity growth is central to predicting economic activity

in general. Productivity is an important source of growth as suggested even by

the simplest measures. Table 2.1 illustrates the relationship between total factor

productivity (TFP) and value added growth using correlation coe¢ cients and data

for the Netherlands. The correlation between productivity growth and value added

growth is positive and signi�cant. The comovement of these variables is particularly

strong in Manufacturing.1

In spite of the obvious and suggestive relationship between economic activity and

productivity, research into the practical matter of forecasting aggregate productiv-

1One explanation for the smaller correlation in Total Industries is related to business cycle
dynamics. Manufacturing industries are more sensitive to �uctuations over the cycle. Total
Industrial activity includes other sectors, which exhibit diverse dynamics over the business cycle.
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Chapter 2. Forecasting Aggregate Productivity Using Information from
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ity has made little progress in recent years. Forecasting total factor productivity

(TFP) �the measure of our ignorance �can be quite complicated, much more so

than for better-understood primary economic measures. TFP is essentially the ratio

of output to inputs, and if the numerator or the denominator are measured with

error, these errors do not cancel but exacerbate each other. A vast literature exists

to deal with productivity measurement issues (see the review of Hulten (2001)).

Nonetheless, even the most carefully measured indicators of total factor productiv-

ity (TFP) exhibit yearly growth rates that seem unstable or erratic, which makes

forecasting exceedingly di¢ cult.2

Table 2.1: Correlation coe¢ cients between measures of productivity and economic
growth, Total Industries and Manufacturing, Source: EUKLEMS

(1) (2)
V Atot V Aman

(3) TFPtot 0.49 0.55
(0.15) (0.12)

(4) TFPman 0.32 0.75
(0.18) (0.08)

(1) V Atot: Value added, Total Industries; (2) V Aman: Value added, Manufacturing; (3) TFPtot: TFP, Total
Industries; (4) TFPman: TFP, Manufacturing; Standard errors are calculated using the delta method and are
given in parentheses.

Forecasting is further complicated by the fact that our theoretical understand-

ing of aggregate productivity movements is less advanced than our understanding

of, say, mechanisms underlying developments in factor markets. For instance, the

RBC literature posits that the representative �rm merely is able to pluck the fruits

of movements in an exogenous productivity frontier. Consistent with this notion,

macro-level productivity forecasting uses historical timeseries of aggregate produc-

tivity to uncover the underlying statistical process of TFP shocks. More recent

work, grounded in empirical observation (Bartelsman and Doms (2000), Bartels-

man et al. (2005)) lays the source of productivity change at explicit actions at the

2For this reason, most studies report annual percent changes calculated over several years
depending on the dataset (for example: Corrado et al. (2006) and Oliner et al. (2007).
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2.1. Introduction
�rm level, so that aggregate TFP change is the result of within-�rm changes in

productivity and between-�rm movements in market share. Forecasting aggregate

productivity movements thus requires theory and measurement of �rm-level actions

and productivity development as well as theory and measures of market selection

and �rm-size development.

The main contributions on �rm-level TFP measurement are Olley and Pakes

(1996), Levinsohn and Petrin (2003), and a more recent study by Petrin and Levin-

sohn (2010). The classical papers on aggregation of TFP are Domar (1961) and

Hulten (1978). Early models of the theoretical links between �rm-level actions,

reallocation and aggregate dynamics are Hopenhayn (1992) and Ericson and Pakes

(1995).3 More recent studies model the joint distribution of size and productiv-

ity (Bartelsman et al. (2008), Bloom (2009)), or explain resource reallocation and

productivity dispersion through innovation (Lentz and Mortensen (2005)). Recent

work on allocation, selection, and productivity has been done by Hsieh and Klenow

(2009), and Restuccia and Rogerson (2008). For a survey on equilibrium models,

see Luttmer (2010).

These models were not intended to provide a framework for macro-level forecast-

ing. Nevertheless, they provide intuition for using micro-aggregated representations

of the underlying relationships among size, productivity, �rms�decisions, and mar-

ket selection to aid in macro forecasting.

This chapter contributes to the productivity literature by using results from �rm-

level productivity studies to improve forecasts of macro-level productivity growth.

We employ current methods for estimating �rm-level productivity to build times-

series components that capture the joint dynamics of the �rm-level productivity

and size distributions. The main question is whether the micro-aggregated com-

3These two model classes build on very di¤erent assumptions about the number of �rms in
the market. The �rst study derives steady state properties assuming the number of �rms is large.
The second study assumes that the number of �rms is �nite. Weintraub et al. (2009) prodvides
conditions under which the equilibria of these two model classes are asymptotically equivalent.
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Chapter 2. Forecasting Aggregate Productivity Using Information from
Firm-level Data
ponents of productivity� the so-called productivity decompositions� improve the

performance of macro-level productivity forecasts. To our knowledge, this study

is a novel attempt to connect micro and macro level analysis whereby micro-level

productivity estimates and decompositions of aggregate productivity provide addi-

tional information to be used in making macro forecasts.

Our analysis is not an attempt to break new ground in methods for estimating

�rm-level productivity, for generating productivity decompositions or for techniques

of time-series forecasting. For estimating productivity at the �rm-level we compute

standard Solow residuals, or use the methods developed by Olley and Pakes (1996)

and Levinsohn and Petrin (2003). For generating micro-aggregated components

that add up to aggregate productivity growth, we use two standard productivity

decompositions (Olley and Pakes (1996) , Baily et al. (2001b)). We also introduce

and estimate simple auxiliary equations, based on theoretical notions from the lit-

erature, for both individual productivity changes and evolution of �rm-level market

shares. The objective of the auxiliary models is to extract further information from

the joint distribution of productivity and market share. For forecasting aggregate

productivity we use standard univariate methods, vector auto regressions (VAR),

or Bayesian Model Average (BMA) forecasts of multiple VAR speci�cations.

The micro-aggregated components may help explaining macro-level productivity

growth for several reasons. First, the �within�component or productivity growth

among individual �rms is a simple weighted average of individual growth rates. It is

the sole factor behind aggregate productivity dynamics in a neoclassical world. The

within component can be expected to have forecasting power because it captures

common behavior over the business cycle (such as factor hoarding), and steady

factors at lower frequencies (such as technology di¤usion). Second, the �between�

component is assumed to represent the underlying forces of reallocation of resources

across �rms. It captures market selection mechanisms whereby more productive

�rms gain and less productive �rms lose market share. Based on the �ndings of

8



2.2. Data and Methodology
earlier work by Baily et al. (2001b), Basu and Kimball (1997), and Basu et al.

(1998) it may be expected to behave quite di¤erently over the business cycle than

the within component. Third, the net entry component captures the entry and exit

at the fringe, as well as the rejuvenation of industries through high-growth startup.

A large net entry component it implies that entrants�productivity is larger than

that of exiters, possibly indicating new opportunities arising through technological

breakthroughs.4

Our �rm-level dataset, maintained by Statistics Netherlands (CBS), consists of

a large yearly panel of Dutch manufacturing �rms over 1978-2004. Industry-level

and macro data are sourced from the EUKLEMS database. More details can be

found in Appendix 2.A.1.

The organization of this chapter is as follows. Section 2.2 describes our method-

ology to forecast aggregate productivity growth. Section 2.3 presents our forecast

results obtained using various productivity measures and forecasting techniques.

Section 2.4 concludes and discusses directions for future research.

2.2 Data and Methodology

The main premise of this chapter is that information on the development of produc-

tivity and market share observed at the �rm-level can help forecast a given measure

of productivity growth. We call this our �forecast target� or �target measure of

productivity�. More speci�cally, the paper asks whether the components of a �rm-

level productivity decomposition improve forecasts of a target measure of aggregate

productivity.

In order to answer this question we break the problem down into discrete steps.

4The e¤ects of �rms� entry/exit decisions may become large. For example, Jaimovich and
Floetotto (2008) showed in a structural IO model that the interaction between the number of
�rms and markups gives rise to endogenous procyclical movements in TFP. Their quantitative
analysis suggest that about 40% of the variation in measured TFP in the U.S. is due to this
interaction.
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Chapter 2. Forecasting Aggregate Productivity Using Information from
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The �rst step is to de�ne a metric to assess whether adding information from

the �rm-level improves forecasts for our target measure of productivity. Next, we

specify the methods used to forecast our target, with or without the use of �rm-

level information. The following step is to present the productivity decomposition

method that de�nes how aggregate productivity and its components are computed

from �rm-level information on inputs, outputs, and productivity. A �nal issue is

measurement of productivity at the �rm level.

Each of these steps may be done in a variety of ways.5 In this section we will

present the generic methodology for the particular speci�cation underlying our main

results, shown in table 2.5. We also describe a variety of alternate speci�cations

for each step, used to assess robustness of the �nding that �rm-level information

improves aggregate productivity forecasts. This section starts with a description of

the data used in the various steps.

2.2.1 The data

Firm-level data

Our �rm level dataset consists of balance sheet and income statement data on a

large panel of Dutch manufacturing �rms. The con�dential data are available at

Statistics Netherlands for quali�ed researchers.

The �rm-level data we use is available from 1978 through 2004. Longitudinal

�rm links have been made available by CBS, although some further work was needed

to bridge a break in 1993. Little information was available concerning mergers, ac-

quisitions and split-ups prior to the linking of business surveys with a comprehensive

business register in 1993. The industry classi�cation system changed in 1993, but

a correspondence table allowed bridging the industry codes.6 Table 2.9 shows the

5The scripts used for estimation and forecasting - along with detailed documentation - are not
included in the dissertation for brevity, but are available upon request.

6We used this correspondence to compute de�ator series for detailed manufacturing industries.

10



2.2. Data and Methodology
list of industries.7 Table 2.3 shows the number of �rms used in the analysis, the

last column of table 2.4 shows how many �rm-year observations were used in TFP-

estimation.

The �rm-level panel contains information on employment, sales, payroll, inter-

mediate materials and energy purchases. Value added was computed as the sum

of pre-tax pro�ts and expenditures on capital and labor. Gross output was mea-

sured by the current value of sales. No capital stock information was available, so

depreciation charges are used as a proxy.8

No �rm-level prices are available, so a proxy for quantity is computed by de-

�ating nominal values at the industry level. Gross output, value added and inter-

mediates are de�ated at the industry level using the appropriate de�ators from the

EUKLEMS database. Real capital was by computed by de�ating depreciation with

an implicit capital de�ator derived from EUKLEMS.

7We merged industries 23 and 24 in order not to lose observations and maintain a reasonable
number of �rm-year observations.

8We �ltered outliers using an interquartile-range method, a standard way of dealing with
skewed distributions. For TFP-estimation, we considered an observation to be outlier if either of
the following was true:

xo < q25� 1:5 � IQR
xo > q75 + 1:5 � IQR;

where xo 2 Xo, with Xo � fK=Y ;M=Y ;WEXP=Lg and K denotes the stock of capital, M
denotes input material purchases, WEXP denotes wage expenditures, Y denotes value added.
q25 and q75 denote the lower and upper quartiles of the distribution of the variables in Xo, and
IQR � q75� q25:
For aggregation, we �ltered observations in a slightly di¤erent manner. Since depreciation is

not observed in the �rst six years of the panel, we had to backcast individual productivity growth
rates in the period 1978-1983. The backcasting procedure was based on the (geometric) average
of non-outlier labor-productivity growth. Using these imputed productivity numbers we carried
out a secondary outlier �ltering in order to get rid of implausibly large or small productivity-
observations. The logic of this secondary �ltering was the same as above with the exception that
we used energy instead of depreciation.
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The EUKLEMS data

We use the March 2008 release of the EUKLEMS database for the Netherlands.

The EUKLEMS database (O�Mahony et al. (2007b) and O�Mahony et al. (2007a))

provides a country, industry, and time panel dataset for productivity analysis, based

on National Accounts data and other sources for EU countries. The �les contain

62 variables, including basic data and growth accounting variables. The data�les

are structured to follow an industry classi�cation list which corresponds with the

NACE9 list, which also is the industry classi�cation used in our �rm-level panel.

Variables Apart from de�ators, we used the following volume indices for our

forecasts: gross output, gross value added, labor services, capital services, and

TFP. We used the following de�ators for �rm-level calculations: gross output price

indices, gross value added price indices, intermediate input price indices. To de�ate

our estimated �rm-level capital stock, we computed an implicit de�ator as the ratio

of the current value of capital services and the volume indices of capital services in

every manufacturing industry.

2.2.2 Forecast metric

Figure 2-1 shows yearly TFP growth rates for selected countries, �gure 2-2 shows

published TFP measures and aggregate TFP from our �rm-level data (labelled

�micro-aggregate�) for Netherlands manufacturing. We point out the following styl-

ized facts. First, aggregate yearly growth rates exhibit large variation in all coun-

tries (Figure 2-1). Second, micro-aggregated TFP growth rates are di¤erent from

published aggregate TFP growth rates.10

9NACE �Classi�cation of Economic Activities in the European Community.
10Micro-aggregated TFP series are built using �rm-level productivity estimates, while pub-

lished aggregates are sourced the EUKLEMS database that is based on national accounts data
(O�Mahony et al. (2007b)).The di¤erence is due to a variety of reasons related to statistical
practice.
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2.2. Data and Methodology
Third, while the micro-aggregated series is more volatile it traces the dynamics

of the published aggregate reasonably well (�gure 2-2) Finally, �gures 2-3 and 2-4

show that micro-aggregated dynamics are similar on the input and output side of

the �rm suggesting that yearly TFP growth based on the �rm-level data actually

appears sensible despite its volatility.11

Figure 2-1: TFP-growth in Manufacturing in di¤erent countries. Source: www.euklems.net.

11The same conclusion emerges from industry-by-industry analysis, not shown here.
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Figure 2-2: TFP-growth in Netherlands manufacturing shown by two aggregate measures.

Source: CBS and www.euklems.net. The Microaggregate: is based on �rm level information;

The EUKLEMS aggregate is based on aggregate EUKLEMS information.

Figure 2-3: Value-added-growth in Netherlands manufacturing shown by two aggregate mea-
sures. Source: CBS and www.euklems.net. The Microaggregate: is based on �rm level informa-

tion; The EUKLEMS aggregate is based on aggregate EUKLEMS information.
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2.2. Data and Methodology

Figure 2-4: Labor input growth in Netherlands manufacturing shown by two aggregate measures.
Source: CBS and www.euklems.net. The Microaggregate: is based on �rm level information; The

EUKLEMS aggregate is based on aggregate EUKLEMS information.
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The large year-to-year swings in TFP growth suggest that a meaningful metric

for comparing forecasts would quantify how they track average TFP growth over

longer periods. In fact, it is standard practice in the productivity literature to

compare average annual TFP growth for longer periods between countries or over

time.12 Table 2.2 illustrates average yearly changes for �ve-year periods for several

countries.

Table 2.2: Average tfp-growth in overall manufacturing in di¤erent countries,
source: EUKLEMS database (average percent per annum rates over period in-
dicated in �rst column)

USA UK GER FRA IRL NED
1981-1985 0.024 0.039 0.018 0.012 N/A 0.024
1986-1990 0.015 0.034 0.010 0.008 N/A 0.012
1991-1995 0.022 0.019 0.014 0.022 N/A 0.018
1996-2000 0.026 -0.004 0.020 0.028 0.046 0.021
2001-2005 0.035 0.026 0.015 0.015 -0.006 0.016

Source: www.euklems.net; See O.Mahony et al. (2007b).

In our forecast exercises, we evaluate our forecasts in 3-year rolling forecast

windows13. These forecast windows are useful because they give insight about

the predictive content of micro-aggregated components over di¤erent phases of the

business cycle14.

To evaluate the performance of a forecast of a particular target measure of

productivity, we compare the deviation of the forecast from a �benchmark�. The

benchmark for our comparisons is the average growth of the Hodrick-Prescott-trend

of the target measure of TFP for a particular 3-year window. Our assessment is

always pairwise: it compares the performance of a forecast of the target without

12As an illustration, table 2.2 shows average yearly changes for �ve-year periods for several
countries.
13The relatively long time-span of the sample allowed us to evaluate results in four rolling

forecast windows: 1998-2000, 1999-2001, 2000-2001, 2001-2003.
14Netherlands manufacturing exhibited fast growth over the �rst forecast window (1998-2000).

The second forecast window (1999-2001) contains the turning point in the cycle with negative
growth in 2001 but still strong activity over the entire three-year horizon. The remaining two
windows were periods of downturns. See �gure 2-3 for an illustration of these periods.
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2.2. Data and Methodology
adding �rm-level information with the performance when a set of components are

included. In sum, we calculate the following performance metric:

c4�At+s �4�HPt+s vs c4�Mt+s �4�HPt+s ; (2.1)

where c4�At+s denotes the forecast of the target aggregate timeseries s-period-ahead,c4�Mt+s denotes the forecast using micro-aggregated components, 4�HPt+s denotes the
average growth of the Hodrick-Prescott-trend of the target, and s denotes the fore-

cast window in which the forecast is evaluated.

In our forecast exercises, we need to specify the micro-aggregated components

that we think may aid in forecasting the target. The productivity decompositions

we use have as a property that the components add up to micro-aggregated pro-

ductivity:

��Mt =
X

i2fcomponentsg

�� it: (2.2)

2.2.3 Forecasting methods

In our forecast exercises, we need to specify the micro-aggregated components that

we think may aid in forecasting the target. The productivity decompositions we use

have as a property that the components add up to micro-aggregated productivity:

��Mt =
X

i2fcomponentsg

�� it: (2.3)

In all our forecasting exercises we want to compare forecasts of target produc-

tivity with and without inclusion of the components. For the main results in table

2.5 the forecast target is productivity aggregated from the �rm-level data. In other

words, in this comparison of forecasts our target is the micro-aggregated produc-
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tivity measure, so that ��At = ��Mt .

15 We �rst estimate separate univariate

autoregressions for all the components �� it; and for the aggregate target ��
A
t , and

generate forecasts c�� it+s and c��At+s.16 Then we sum up the separate c�� it+s to get
our forecast using micro-aggregated components:

c��Mt+s = X
i2fw;b;neg

c�� it+s. (2.4)

Finally, we compare how far o¤ the estimates of c��At+s and c��Mt+s are from the

HP-trend, using the metric in (2.1).

A related question is how the productivity components 4� it+s perform relative

to other disaggregations of aggregate productivity. We investigate this issue by as-

sessing whether contributions to aggregate productivity of manufacturing industry

subgroups improve forecasts of the aggregate. Firm-level productivity estimates

are aggregated into contributions to growth for four industry sub-groups: consumer

goods, intermediate goods, electrical machinery and other investment goods indus-

tries.17 we generate an aggregate forecast by summing the forecasts from separate

univariate autoregressive models for the manufacturing subgroups:

c4�Mt+s =X
i2I

c4� it+s; (2.5)

where I denotes the set of industry subgroups.

Besides univariate autoregressions, we assess whether the components aid in

forecasting aggregate productivity in multi-variate vector autoregressions (VARs).

15In other exercises, we use published TFP as a target.
16We selected the order of all the AR(p) models based on the BIC rather than the AIC because

BIC more heavily penalizes the loss in degrees of freedom. The BIC suggested that for our yearly
observations the AR(1) structure - relative to AR(2) - was rich enough to capture the dynamics
in 4� it and 4�

Ag
t . We did not estimate models with p > 2 because we wanted to preserve degrees

of freedom.
17See Table 2.9 for classi�cation details.
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2.2. Data and Methodology
The regressand is a vector of logarithmic di¤erences of value added, capital, labor

and aggregate TFP. We denote the regressand by yt = (�vat; �kt; �lt; ��
A
t ).

The regressors include some of yt�s own lags. Our forecast of the target without

using micro information, d��At , is derived from this aggregate VAR. To obtain a

forecast of the target using �rm-level information we include as regressors the lagged

components, �� it�q. In short, and using the generic notation V AR(p; q) for a VAR

with p lags of yt and q lags of predetermined components �� it, we estimated VARs

with the following pairs of p and q: (1; 2); (2; 1); (1; 1).

In this setting we are able to explore many alternate speci�cations, not only

for the VAR models, but also for the decompositions or for estimation of �rm-level

productivity. Because we have many di¤erent forecast speci�cations, which may

not be nested, we compute the Bayesian Model Average (BMA) of the forecasts

over the entire set of alternate speci�cations. The BMA of forecasts is computed

for forecasts without micro information and forecasts including the components. A

comparison of these two, using our de�ned metric, will provide the answer to the

main question of this paper.

We outline the Bayesian forecasting approach assuming we have retrieved a

posterior distribution for the coe¢ cients and error covariance matrix of a VAR.

Denote them by � and V , respectively. A technical description of the estimation

and forecasting can be found in appendix 2.A.5.

The predictive density is de�ned as

p(yT+1jyT ;M) =
Z 1

0

Z 1

�1
p(yT+1jV; �;M)p(V; �jyT ;M)d�dV; (2.6)

where yT denotes the observation vector up to time T , yT+s denotes the forecast

of the observation s-period ahead, V denotes the covariance matrix of shocks and

� denotes the parameter matrix in the VAR, and M denotes the forecast model.

The predictive density integrates the uncertainty about � and V and the intrinsic

19



Chapter 2. Forecasting Aggregate Productivity Using Information from
Firm-level Data
uncertainty about the value of the observation one period ahead. It is conditional

on the history yT and M .

We retrieved the joint posterior p(V; �jyT ; M) and density value p(yT+sjV; �;M)

from a customized Gibbs-sampler18. After the Markov-chain has converged, we used

each element in the chain to generate a growth trajectory over the forecast period

and computed the mean of these growth trajectories.19 The mean value of these

trajectories gives c��At+s when no �rm information is included and c��Mt+s when the
components are included as regressors.

2.2.4 Productivity decompositions

Productivity decompositions provide a method of computing micro-aggregated pro-

ductivity growth from �rm-level observations on output, inputs and productivity

and allows decomposing the aggregate into �within�, �between�, �entry�, and �exit�

contributions. These components are supposed to capture, respectively, average

productivity growth at the �rm level, the productivity e¤ect of reallocation of re-

sources between �rms of di¤ering productivity, and the productivity e¤ect of entry

and exit.

If aggregate productivity growth is de�ned a measure of welfare, strict assump-

tions are needed, which likely do not hold for �rms or industries (see e.g. Hul-

ten (1978), Petrin and Levinsohn (2010)). Therefore, our de�nition of aggregate

productivity growth is not a re�ection of how aggregate welfare changes if �rms�

productivity-level change and resources are reallocated instantaneously to their op-

timal use. It should be noted that the various productivity decompositions not only

de�ne the components of aggregate productivity in slightly di¤erent ways, but they

also may change the de�nition (and actual empirical magnitude) of micro-aggregate

productivity, see Petrin and Levinsohn (2010).

18See, e.g. Koop (2003).
19That is, we did not calculate the means of the yearly distributions of forecasts.
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2.2. Data and Methodology
A long, historical, literature exists on aggregation of productivity (Gorman

(1959), Domar (1961), Hulten (1978), Basu and Fernald (2002), Petrin and Levin-

sohn (2010)). Our reading of this literature is not that there are correct or incorrect

aggregation and decomposition methods, but that the method should �t the purpose

for which it is used. For this chapter, we are looking for productivity components

aggregated up from the �rm level that aid in forecasting productivity. In the most

practical application of our work the forecast target is published aggregate produc-

tivity in manufacturing. In this case, it is not required, nor empirically likely, that

the micro-aggregated components (based on any productivity decomposition) will

add up to the published target.

We start by looking at a simple decomposition of Baily et al. (2001b), and

continue by building on a decomposition given by Olley and Pakes (1996). Next,

we describe further variants of the components, we used in the forecasting exercises.

These re�nements are derived from models of the �push �and �pull�process by which

market shares evolve depending on a �rm�s position in the �rm-level productivity

distribution. We use these variants to extract more signal from the distributions of

�rm-level productivity and market share.

Accounting Identities

We start by describing the simple decomposition of Baily et al. (2001b).

�� t =
X
i2C

e�i�� it +X
i2C

��i(e� i � e�) +X
i2E

�it(� it � e�)�X
i2X

�it�1(� it�1 � e�); (2.7)
where � t denotes the aggregate logged TFP-level, � it denotes the TFP-level of �rm i

in period t, �it denotes the market share of �rm i in period t, e� denotes the moving
average of aggregate productivity in time t given by e� = � t�1+� t

2
, � denotes the

di¤erence operator, C denotes the set of continuers, E denotes the set of entrants

and X denotes the set of exiters in time t. The four terms in the previous equation
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are called within-, between-, entry-, and exit-terms.

In the second decomposition, inspired by Olley and Pakes (1996), the second

term, or between term, of equation (2.7) is split into two components. The idea

of splitting the between component is to detail shifts of resources towards �rms

with higher than aggregate productivity, into shifts towards �rms with higher than

average productivity and shifts weighted by the covariance between productivity

and size.

The decomposition by Olley and Pakes (1996) is given by

� t = � t +
X
Nt

(�it � �t)(� it � � t)

= � t + covt(�; �); (2.8)

where � t = 1
Nt

P
Nt
� it, and

P
Nt
(�it��t)(� it�� t) is the covariance between produc-

tivity and market share. This decomposition informs about the joint distribution

of �rm-level productivity and �rm size.20 Equation (2.8) implies that the change in

aggregate productivity is the sum of the change in the unweighted average produc-

tivity and change in the covariance-term. Di¤erencing (2.8) yields:

�� t = �� t +
X
Nt

(�it � �t)(� it � � t)�
X
Nt�1

(�it�1 � �t�1)(� it�1 � � t�1); (2.9)

i.e. aggregate productivity change is the sum of the change in the unweighted

average productivity and the change in the covariance term. Entry and exit are

implicitly accounted for in equation (2.9) as the sums run on i = 1:::Nt and i =

1:::Nt�1. Hence, the weights are such that
P

Nt
�it = 1 and

P
Nt�1

�it�1. Rewrite e�

20When the covariance-term is large, aggregate productivity is higher than the unweighted
average of �rm-level productivity.
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using (2.8):

e� =
� t + � t�1

2
=
� t + � t�1

2
+
covt(�; �) + covt�1(�; �)

2

= f[� t] + fcovt(�; �): (2.10)

We introduce information about the size and productivity distributions using fcovt(�; �).
Plug (2.10) into the between term of (2.7) to get

X
C

��i(e� i � e�) =
X
C

��ie� i �X
C

��ie�
=

X
C

��ie� i �X
C

��i

�f[� t] + fcovt(�; �)� ;
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so (2.7) looks like21

�� t = X
C

e�i�� it +X
C

��i(e� i � f[� t])�X
C

��ifcovt(�; �)
+
X
E

�it(� it � e�)�X
X

�it�1(� it�1 � e�): (2.11)

The between-term component of (2.7) now has two terms: the �rst sums share-

changes weighted by deviations from the time-average of the simple cross-section

average and the second shows the e¤ect of the covariance-term.22

The identity given by (2.7) and the variant replacing the between term with the

components given by (2.11) provide ways to de�ne aggregate productivity growth

21This manipulation does not a¤ect the validity of the decomposition. Had we rewritten all the
terms in (2.7), we would have got

�� t =
X
C

e�i�� it +X
C

��i(e� i �g[� t])� fcov(�; �)X
C

��i

+
X
E

�it(� it �g[� t])�X
X

�it�1(� it�1 �g[� t])
�fcov(�; �))"X

E

�it �
X
X

�it�1

#

where

�fcov(�; �)X
C

��i � fcov(�; �))"X
E

�it �
X
X

�it�1

#

= �fcov(�; �)"X
C

(�it � �it�1) +
X
E

�it �
X
X

�it�1

#

= �fcov(�; �)"X
C

�it +
X
E

�it �
X
C

�it�1 �
X
X

�it�1

#

= �fcov(�; �)
24X
Nt

�it �
X
Nt�1

�it�1

35 = 0
22The �it weights were de�ned at the beginning such that

P
Nt
�it = 1, hence

P
C ��it is not

necessarily zero. It would be zero had we de�ned
P

C �it = 1. Therefore, the covariance term is
not killed by

P
C ��i.

24



2.2. Data and Methodology
and split it into time-series components. Decomposition (2.7) provides three compo-

nents (�within�, �between�and a combined �net-entry�contribution). Decomposition

(2.11) has a di¤erent between component and an additional �cross-term�. We denote

these components as 4� it; where i denotes the components of the decompositions

given by (2.7) and (2.11).

2.2.5 Push and pull e¤ects

This section introduces two auxiliary equations, which are used to extract more

signal from the distributions of �it and � it. Our empirical speci�cations draw on

the literature on frontier productivity, both theoretical (Acemoglu et al. (2002))

and empirical (Bartelsman et al. (2008)).

The pull-e¤ect is modeled using a �rm�s position relative to the frontier. The

pull-equation posits that individual productivity growth depends positively on the

distance from the frontier, in other words, �rms further away are pulled more

strongly towards it as technology spreads out:

�� it = �(�
F
t � � it) + �it; (2.12)

where �Ft is frontier productivity and �it is an error term. One can argue for both

� < 0 and � > 0. If � < 0, �rms closer to the frontier can be thought to have

greater absorption capacity, so they can take on new technologies and grow faster.23

If � > 0, less productive �rms tend to grow faster.24 These �rms can be thought as

new entrants with relatively high growth potential.

The push-equation encapsulates the market selection mechanism whereby less

23One interpretation may be that �rms closer to the frontier have larger human capital stock,
which is unmeasured and hence it shows up as higher productivity. Also cf. with the "second
face" of research in the R&D literature, see, for instance Cohen and Levinthal (1989).
24The literature calls the � > 0 case - when less productive �rms grow faster - as �-convergence.

The concept was introduced by Barro and Sala�i�Martin (1991).
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e¢ cient �rms are crowded out of the market.25 Consider the following speci�cation:

�it = 0 + 1(� it � � t) + "it: (2.13)

which implies that, if 1 > 0, higher-than-average productivity �rms gain market

share, and lower-than-average productivity �rms lose market share.

The use of equations (2.12) and (2.13) is that the �tted valuesd�� t andc�it inform
about the underlying catch-up components and shares. If the above concepts have

a bite in our dataset, d�� t and c�it should add to the forecasting power of the set of
components that are computed using these �tted values. We describe the estimation

of push and pull e¤ects in appendix 2.A.2.

2.2.6 Firm-level TFP measures

Productivity can be computed from the data using an index number approach or

as the residual from an estimated production function. The results in table 2.5 are

based on components that use a productivity residual from a production function

estimated with the Levinsohn and Petrin (2003) method. We also consider the fore-

cast performance when the components are computed using �rm-level productivity

indexes (Solow residuals). To generate estimates of TFP at the �rm-level we apply

a standard semi-parametric procedure introduced by Olley and Pakes (1996) and

modi�ed by Levinsohn and Petrin (2003) (OP and LP henceforth).26

The main issue in estimating production functions is controlling for the endo-

25Earlier studies found evidence for such reallocation of resources across �rms. One recent
example is Bernard et al. (2006).
26The microeconometric work was conducted in a secure computing environment using con�den-

tial �rm-level information. The result of this work is a collection of micro-aggregated productivity
components, that is, �rm-level information on productivity and size aggregated into component
timeseries following productivity decomposition accounting rules (see 2.2.4)
Statistics Netherlands provides remote access facilties to the con�dential data, under strict rules

for disclosure. The micro-aggregated components pass disclosure rules and are available from the
authors upon request.
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geneity of primary inputs. Consider a Cobb-Douglas production function (indices i

and t are dropped for simpli�cation)

y = �0 + �ll + �kk + � + " (2.14)

where y is log value-added, k is log capital, l is log labour, � is log productivity and

" is assumed to be an iid disturbance. � is unobservable by the econometrician but

known to the �rm. Since � is in the information set on which the �rm conditions its

optimal choices of inputs, there is a nonnegative correlation between input factors

and � . This will generate a bias in OLS parameters.

This problem has been addressed Olley and Pakes (1996) and modi�ed by Levin-

sohn and Petrin (2003) (OP and LP henceforth). LP handles endogeneity by as-

suming that capital is pre-determined, i.e. its level is chosen before production

takes place. If this identi�cation assumption is satis�ed, the orthogonality of k to

the innovation in � can be used to identify �k. To solve the endogeneity problem

with respect to freely variable labor, the method makes use of a proxy. LP and OP

assume that the proxy is monotonic in � . This identi�cation assumption implies

that the proxy can be used to invert out the unobserved productivity shock. The

main di¤erence between OP and LP is that the former uses investment, the latter

uses intermediate material use as a proxy.

There are caveats to the procedure. Ackerberg et al. (2005) lists several argu-

ments and suggests further modi�cations to better measure the parameters of the

production function. Yet, we chose LP because (i) we need preferably consistent

TFP estimates at the �rm-level for our forecasting exercises and do not concern

parameter-measurement in the �rst place; (ii) it is tractable and has strong in-

tuitive arguments for identi�cation, (iii) we do not have data on investment and

did not want to introduce more measurement error by applying another proxy for

investment.
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Table 2.3 shows the number of �rms in our analysis, table 2.4 shows estimated

factor elasticities. We do not analyze production function parameters in detail.

We only note that estimated elasticities were in line with earlier �ndings in the

literature. To keep the discussion tractable, we focus on value added estimates in

the reminder of the chapter.27

Table 2.3: Number of �rms in the analysis
industry Raw dataset Value Added Model Output Model

Food and beverages 5994 4284 4421
Textiles 3823 2503 2429
Wood 1321 1040 1038
Paper 5908 4064 4224

Chemicals 1585 1088 1132
Rubber and plastic 1713 1307 1321
Mineral products 2076 1395 1472

Basic metals 7617 5117 5246
Machinery nec 4804 3358 3367

Electrical equip. 3296 2140 2197
Transport 2291 1504 1534

Manufacturing nec and recycling 3743 2205 2265
Manufacturing total 44171 30005 30646

Table 2.4: Production function parameter estimates - Value added model
industry �l �k CRTS(�2) se( �l) se( �k) obs

Food and beverages, tobacco 0.52 0.22 581.6 0.007 0.014 19745
Textiles 0.54 0.23 391.0 0.008 0.011 9457
Wood 0.58 0.12 431.1 0.017 0.015 4624
Paper 0.60 0.13 661.0 0.009 0.006 20196

Chemicals 0.44 0.23 101.4 0.016 0.023 6390
Rubber and plastic 0.53 0.24 84.7 0.019 0.015 6800
Mineral products 0.52 0.21 191.9 0.013 0.016 7094
Basic metals 0.65 0.12 1056.1 0.008 0.008 24428
Machinery, nec 0.62 0.12 458.3 0.012 0.010 18231
Electrical equip. 0.65 0.16 211.0 0.013 0.010 8008
Transport 0.72 0.06 183.4 0.014 0.010 6861

Manufacturing nec; recycling 0.59 0.13 322.4 0.013 0.012 9033

Columns 2-3: point estimates for log-capital and log-labor; Column 4: �2 test-statistic for the null of constant
returns to scale; Columns 5-6: bootstrapped standard errors for �k, �l; Column 7: number of �rm-year
observations; All estimates were computed using the method described in Levinsohn-Petrin (2003).

27The estimated capital elasticities were non-signi�cant in several industries for the gross revenue
production function, which was against our expectations. Estimating output elasticities requires
an additional moment condition and nonlinear techniques. It is less clear whether the di¤erence
between estimation results of the two production concepts is explained by the estimation method
or measurement issues. As our primary focus is not measurement, we did not investigate this issue
further.
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2.3 Results

2.3.1 Univariate Forecasts

Our main conclusion is that forecasts using micro-aggregated components (c��Mt+s)
outperform aggregate forecasts (c��At+s) in all forecast windows. Table 2.5 shows the
results for all rolling forecast windows for our baseline speci�cation.28 The column

labelled �Micro-components� shows that, c��Mt+s, the aggregate of the forecasts of
the components is 0.9 percentage point lower than the average of the HP-trend for

the 1998-2000 forecast window. The forecast of the target measure of aggregate

TFP, c��At+s, is 3.1 percentage points lower than the HP-trend for the period, and
thus performs worse. These �ndings hold for all forecast windows, although the

advantage of using �rm-level information is smaller in the last one. Our results

imply that aggregate forecasts would have failed to detect most of the productivity

acceleration in the late nineties, whereas the majority of our speci�cations would

have picked up most of it.29

The column labeled "Industry Components" in table 2.5 shows the forecast

performance of industry subgroups for the forecast windows. We conclude that

using information of industry-level TFP contributions (by summing the forecasts

for each industry component), does not improve the forecast that use only ag-

gregate information. Forecasts with industry components could not outperform

micro-aggregated component forecasts. This is an interesting result and suggests

that the decompositions of aggregate productivity among incumbents and entrants,

and among within and between contributions are more informative about aggregate

productivity than the productivity developments of industry subgroups.

28The baseline is based on decomposition (2.7), the market share measure based on input
shares, and the actual value of �rm-level input shares and productivity. Firm-level productivity
was estimated using the LP approach. The forecast target is micro-aggregated productivity, i.e.
the sum of the components.
29Using the decomposition method proposed by Petrin and Levinsohn (2010), we found that

their micro-aggregated components also aid in forecasting aggregate TFP growth.
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Table 2.5: Out-of-sample forecast performance in di¤erent forecast periods, per-
centage point deviation from HP-trend of aggregate manufacturing productivity
growth

forecast period Microcomponents Industry components Aggregate
1998-2000 -0.9 -2.8 -3.1
1999-2001 -1.8 -2.5 -2.1
2000-2002 -1.9 -3.1 -3.7
2001-2003 -2.1 -3.0 -3.0

All results were calculated using input factors shares of �rms. These factor-shares are based on the weighted
average of input factors. Column 2 shows the performance metric for micro-aggregated components according to
equation (2.7) . Column 3 shows the performance metric for industry components. Column 4 shows the
performance metric for aggregate manufacturing. The �rst entry in column 2 says that the microcomponents
forecast (using observed productivity and input shares) is 0.9 percentage points lower than the HP-trend over
1998-2000. All other entries are to read analogously.

This �nding helps us to interpret the results of Hendry and Hubrich (2006), who

found that forecasts of in�ation based on forecasts of subaggregates of the consumer

price index performed worse than aggregate forecasts. Upon re�ection, this was to

be expected. Micro-level pricing behavior depends in an important way on expected

aggregate prices and the individual di¤erences may cancel. In our forecast domain,

feedback from the aggregate to individual productivity behavior likely is small.

However, in our case it was not a-priori expected that using industry sub-aggregates

would not improve the forecasts. If aggregate productivity were driven by distinct

dynamics of technology that varied by industry, the industry sub-aggregates should

have improved the aggregate forecast.

The results in Table 2.5 also hold for other speci�cations used to compute and ag-

gregate �rm-level productivity into micro-aggregated components. Table 2.6 shows

the results for eight di¤erent speci�cations for the 1998-2001 forecast window.

First, the components may be computed using either of the two accounting

identities (or productivity decompositions) described above by equations (2.7) and

(2.11). Next, the �rm-level �market share�measure that is used in the decomposition

may be based on the �rm�s share of industry inputs, or the �rm�s share of industry

value added. Finally, the micro-aggregated components are generated using either

�tted or actual values of �rm-level market share and �rm-level productivity, as
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Table 2.6: Out-of-sample forecast performance, percentage point deviation from
HP-trend of aggregate manufacturing productivity growth, estimation sample:
1978-1997, forecast period: 1998-2000

Microcomponents Industry components Aggregate
dc1 dc2

�i and �� -0.9 -0.9 -2.8 -3.1
�va and �� -2.4 -2.2 -3.5 -3.2b�i and c�� -1.2 -0.9 -3.3 -3.3b�va and c�� -1.7 -1.4 -4.7 -4.6

�i: factor-shares based on the weighted average of input factors; �va: actual value added shares; �� : productivity
growth;b denotes �tted values from auxiliary regressions (2.12) and (2.13) . Columns 2 and 3 contain the
performance metric for micro-aggregated components according to equations (2.7) and (2.11). Column 4 shows
the performance metric for industry components. Columns 5 and 6 show forecasts for aggregate manufacturing.
The �rst entry in column 2 says that the microcomponents forecast (using observed productivity and input
shares) is 0.9 percentage points lower than the HP-trend over 1998-2000. All other entries are to read analogously.

described earlier. The aggregate TFP targets are built up from �rm-level data and

only vary across four speci�cations, namely for the two market-share measure used

for aggregation of the �rm-level TFP and for whether actual or �tted data for d�� it
and c�it is used in aggregation. A more detailed description of our speci�cation set
can be found in appendix 2.A.3.

For all the speci�cations and for all the forecast windows - not shown here, but

available upon request -, summing the forecasts of the components outperforms the

forecast of the aggregate.30 Further, industry subgroups do not seem to help in

forecasting. Decomposition (2.11) proves to be more accurate than (2.7) in 75%

of the speci�cations. This suggests that introducing information about the cross

section distribution can be useful. Using input shares in (2.7) and (2.11) yielded

better forecasts in 80% of the speci�cations, whereas �tted values produced more

accurate forecasts in 60% of the cases.

30We �nd that using Solow-residuals instead of LP-estimates to generate micro-aggregated com-
ponents yielded more accurate forecasts than the aggregate in 53% of the cases. Computing
Solow-residuals using the share of input factors in industry level value added does not control
for the endogeneity of �rms�input choices with respect to TFP-shocks. It is therefore likely that
Solow-residuals are inconsistent estimates of �rm-level TFP shocks. Using the decomposition
method proposed by Petrin and Levinsohn (2010) results in forecasts that outperform aggregate
forecasts in 88% of the cases. Pooling all these speci�cations together implies a 78% success rate
for micro-aggregated components. See appendix 2.A.3 for more details.
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2.3.2 Multivariate forecasts

The results presented above, while provocative, do not provide guidance to practi-

tioners trying to improve productivity forecasts. First, multivariate VARs may be

a better forecast method than univariate autoregressions. Second, the above uni-

variate forecasts have as a target micro-aggregated productivity, computed using

the �rm-level data. In practice, policy makers have as a target published aggregate

TFP, and use published aggregate information on labor and capital inputs as re-

gressors. Further, the micro-aggregated components may become available with a

lag.

In order to simulate a more realistic forecast environment, we change both the

forecasting tool and the target. To disentangle the e¤ects of these changes to

our methodology, we �rst estimate a set of VARs with target ��At as measured

by the TFP growth in the EUKLEMS database (see table 2.7), and check results

with micro-aggregated TFP as the forecast target (see table 2.8). This approach

allows us to assess (i) how micro-aggregated components perform in a multivariate

forecasting environment and (ii) how results are a¤ected when we forecast published

aggregate TFP growth using micro-aggregated variables. Given a forecast target,

we now have twenty-four di¤erent speci�cations of the VARs, as the set of variants

is increased by choices of the lag-order of the VARs.31

Based on least squares estimates of individual VARs we conclude the follow-

ing.32 First, given the forecast window, the decomposition method and the lag-

order, we can always �nd a VAR including a variant33 of the components that

performs better in terms of equation (2.1) than the VAR without micro-aggregated

components. However, given the forecast window, the decomposition method and

31Choices for decomposition method, market-share weight, and �tted vs actual productivity and
market share, as well as choices for one of the three lag-order speci�cations (V AR(2; 1), V AR(1; 2),
V AR(1; 1)) yielded 24 microcomponent-VARs and three aggregate-VARs in each forecast window.
More details on the VAR-speci�cations can be found in appendix 2.A.3.
32More details can be found in Appendix 2.A.4.
33Using input or value-added �it�s and actuals or �tted values of �� t and �it.
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the lag-order, there is always at least one variant of microcomponent-VARs which

performs worse than the VAR without micro-aggregated components. This implies

that, since forecast results depend on which variant of the components are included

in the estimation, selecting the best-performing microcomponent-VAR speci�cation

is critical. However, model selection is also cumbersome because our performance

metric in equation (2.1) ranks speci�cations di¤erently than standard goodness-of-

�t measures. These results carry over to the Bayesian forecasts of VARs.

Since we do not have strong priors as to which speci�cation �ts the data the

best, we compute the Bayesian Model Average (BMA) of forecasts over the twenty-

four VAR speci�cations in a forecast window. The weights are based on each

speci�cation�s Predictive Bayes Factor (PBF). Table 2.7 summarizes the result of

model-averaging when the forecast target is the published aggregate TFP. Our �rst

conclusion is that the results of horse-races are tighter than in the classical exer-

cises.34 Second, the industry component BMA-forecasts never perform better than

the micro-aggregated components forecasts. Third, BMA-forecasts using micro-

aggregated components are always better than the macro-alternative, whether av-

eraging over input or value added shares or decompositions or over the entire set

of speci�cations. It holds true even if some individual speci�cations perform worse

than the aggregate forecast. These conclusions also hold when c��At is calculated
using �rm-level information instead of published TFP. Table 2.8 summarizes those

results. The results are sensible given the BMA-logic: every model is assessed by its

performance. Since the weights of the forecasts are computed using their predictive

likelihoods, speci�cations with less explanatory power are assigned smaller weights

whereas speci�cations with more explanatory power are assigned larger weights.

34This has probably to do with our strong prior on the variance of the shocks. We speci�ed a
tight shock distribution for reasons explained in appendix 2.A.5. As a result, the estimated means
of simulated distributions di¤er less than in the frequentist forecasts.
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Table 2.7: Bayesian Model Averages of forecast results of published TFP: value
added tfp-growth rates for overall manufacturing, percentage point deviations from
HP-trend.

Forecast horizon VAR-Microcomponents VAR-Industry Compnents VAR-Aggregate
1998-2000 -0.7 -1.1 -1.8
1999-2001 -1.1 -2.4 -1.9
2000-2002 -1.4 -3.9 -1.9
2001-2003 -1.5 -1.6 -2.1

Weighted average forecasts were calculated using all 24 VAR models for microcomponent VARs and three VAR
models for the aggregate VARs. The weights are based on the Predictive Bayes Factor of forecast models. See
Section 2.3.2 for details. The speci�cation set of microcomponent-VARs is spanned by three dimensions: 1) two
decompositions 2) input/value added shares and their �tted values (four-scenarios) 3) three lag-speci�cations for
VAR models ((1,2),(2,1),(1,1)). For instance, a VAR(1,2) includes the 1st lag of endogenous variables (growth
rates of aggregate capital services, labor sevices, tfp, value added), the 1st and 2nd lags of predetermined
variables. Predetermined variables are lagged values of micro-aggregated components. The speci�cation set for
industry-components VARs consists of three VARs in each forecast period. The speci�cation set for aggregate
VARs consists of three VARs without microcomponents in each forecast window.

Table 2.8: Bayesian Model Averages of forecast results of microaggregated TFP:
value added tfp-growth rates for overall manufacturing, percentage point deviations
from HP-trend.

Forecast horizon VAR-Microcomponents VAR-Aggregate
1998-2000 -0.8 -1.9
1999-2001 -0.6 -2.4
2000-2002 -1.6 -1.7
2001-2003 -1.9 -2.0

See note to Table 2.7 for details about the speci�cation sets of average forecasts. Note that Column 3 is di¤erent
from Column 4 of Table 2.7 because this table uses �rm-level information to calculate aggregate TFP whereas
Table 2.7 takes aggregate TFP from the published EUKLEMS database.

2.4 Conclusions and Extensions

The aim of this chapter is to construct aggregate productivity forecasts using in-

formation on �rm-level productivity and market share evolution. Our work builds

upon the literature on measuring and analyzing �rm-level productivity. However,

our question is not how to measure productivity at the �rm level but rather how

to apply these estimates in forecasting. To our knowledge, our study is a novel

attempt to connect micro and macro level analysis whereby empirical micro-level

productivity estimates are used to build aggregates and forecasts.

We carried out several forecasting experiments for di¤erent speci�cations and

models. The result from these horse-races is that �rm-level information in the form
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of micro-aggregated components improve simple aggregate total factor productiv-

ity forecasts. We also found that adding disaggregate information from industry

subgroups does not improve forecast performance. While the results are mixed for

richer forecasting speci�cations, we show, using Bayesian Model Averaging tech-

niques, that the forecasts using micro-level information are always better than the

macro alternative.

We do not address the important question of choosing the optimal forecasting

tool. One natural extension in this direction is to investigate the performance of

microcomponents in structural timeseries forecasting models. These signal extrac-

tion techniques are relevant because they impose explicit structure on the dynamic

behavior of trends, cycles and irregular terms. As a consequence of the richer

structure, we may expect them to capture observed dynamics better than simple

autoregressive speci�cations. One such application is discussed in Chapter 2 of the

dissertation.

Another area for future work is choosing the optimal benchmark. The Hodrick-

Prescott-�lter is known to perform poorly at the sample endpoints, leading to the

development of other real-time �ltering techniques in recent years. Some alterna-

tives are based on univariate approaches (see Wildi (1999), for an early example)

others are based on multivariate approaches (see Stock and Watson (2002) for a dy-

namic factor modelling example). Although this issue is an important and relevant

aspect of our forecast evaluation exercises, it is beyond the scope of the dissertation

and left for future research.
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2.A Appendix

2.A.1 The data

Firm-level data

General description The micro-level database consists of a large panel of Dutch

manufacturing �rms. The database may be accessed in a secure computing envi-

ronment of Centrum voor Beleidsstatistiek (Statistics Netherlands, CBS). The time

dimension of the panel spans between 1978 and 2004.

To compile our working data, we �rst established longitudinal links in the data-

base because the CBS changed �rm identi�ers as of 1993. We used correspondences

between �rm identi�ers included in the underlying data�les. There was no doc-

umentation about mergers, acquisitions and split-ups so we could not control for

these transformations.

The industry classi�cation system changed in 1993. Since both the 1974-based

and the 1993-based industry codes were available in 1990-1992, we generated a

correspondence between the two industry classi�cations. We could then use this

correspondence to generate de�ators that originated from the EUKLEMS dataset.

The EUKLEMS dataset follows the 1993-based industry classi�cation.

Table 2.9 explains names of industry codes. We merged industries 23 and 24

in order not to lose observations and maintain a reasonable number of �rm-year

observations. Table 2.3 shows the number of �rms used in the decompositions, the

last column of Table 2.4 shows the how many �rm-year observations were used in

TFP-estimation.

Variables We do not have data on capital services so we used depreciation as a

proxy for the capital stock. We de�ated nominal depreciation using an industry-

speci�c implicit capital de�ator that was calculated from EUKLEMS. The other

�rm-speci�c micro-variables were: number of employees, output, value added, input
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Table 2.9: Manufacturing industry classi�cation
industry code
Consumer manufacturing

15t16 Food products, beverages and tobacco
17t19 Textiles, textile products, leather and footwear
36t37 Manufacturing nec; recycling

Intermediate manufacturing
20 Wood and products of wood and cork

21t22 Pulp, paper, paper products, printing and publishing
23 Coke, re�ned petroleum products and nuclear fuel
24 Chemicals and chemical products
25 Rubber and plastics products
26 Other non-metallic mineral products

27t28 Basic metals and fabricated metal products
Investment goods, excluding hightech

29 Machinery, nec
34t35 Transport equipment

Electrical machinery and communication services
30t33 Electrical and optical equipment

materials, energy and payroll.

Outliers We �ltered outliers using an interquartile-range method, a standard

way of dealing with skewed distributions. For TFP-estimation, we considered an

observation to be outlier if either of the following was true:

xo < q25� 1:5 � IQR

xo > q75 + 1:5 � IQR;

where xo 2 Xo, with Xo � fK=Y ;M=Y ;WEXP=Lg and K denotes the stock of

capital, M denotes input material purchases, WEXP denotes wage expenditures,

Y denotes value added35. q25 and q75 denote the lower and upper quartiles of the

distribution of the variables in Xo, and IQR � q75� q25:

For aggregation, we �ltered observations in a slightly di¤erent manner. Since

depreciation is not observed in the �rst six years of the panel, we had to backcast in-

dividual productivity growth rates in the period 1978-1983. The backcasting proce-

dure was based on the (geometric) average of non-outlier labor-productivity growth.

35or output, depending on which model we used.
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Using these imputed productivity numbers we carried out a secondary outlier �lter-

ing in order to get rid of implausibly large or small productivity-observations. The

logic of this secondary �ltering was the same as above with the exception that we

used energy instead of depreciation.

EUKLEMS data

History and general description The EUKLEMS "... project aims to create a

database on measures of economic growth, productivity, employment creation, cap-

ital formation and technological change at the industry level for all European Union

member states from 1970 onwards. This work will provide an important input to

policy evaluation, in particular for the assessment of the goals concerning competi-

tiveness and economic growth potential as established by the Lisbon and Barcelona

summit goals. The database should facilitate the sustainable production of high

quality statistics using the methodologies of national accounts and input-output

analysis. The input measures will include various categories of capital, labour,

energy, material and service inputs. Productivity measures will be developed, in

particular with growth accounting techniques. Several measures on knowledge cre-

ation will also be constructed. Substantial methodological and data research on

these measures will be carried out to improve international comparability. There

will be ample attention for the development of a �exible database structure, and

for the progressive implementation of the database in o¢ cial statistics over the

course of the project. The database will be used for analytical and policy-related

purposes, in particular by studying the relationship between skill formation, tech-

nological progress and innovation on the one hand, and productivity, on the other.

To facilitate this type of analysis a link will also be sought with existing micro

(�rm level) databases. The balance in academic, statistical and policy input in

this project is realized by the participation of 15 organizations from across the EU,

representing a mix of academic institutions and national economic policy research
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institutes and with the support from various statistical o¢ ces and the OECD."36

There have been two EUKLEMS releases so far. We used 2008 March release.

The �les contain 62 variables, including basic data and growth accounting vari-

ables. The data�les are structured to follow an industry classi�cation list which

corresponds with the NACE37 list.

Variables For a detailed description of the variables, see O�Mahony et al. (2007b)

and O�Mahony et al. (2007a). Apart from de�ators, we used the following volume

indices in the forecasting experiments: gross output, gross value added, labor ser-

vices, capital services, TFP. Data on gross output at current basic prices and on

gross value added were used to calculate shares. We used the following de�ators

for �rm-level calculations at the microeconometric part of the project: gross output

price indices, gross value added price indices, intermediate input price indices. To

de�ate our estimated �rm-level capital stock, we used an implicit de�ator calcu-

lated using capital services (in millions of local currency) and the volume indices of

capital services in every manufacturing industry.

2.A.2 Estimating push and pull equations

Frontier productivity (�Ft ) was calculated as the average of the top decile from

a truncated � -distribution for each industry. We truncated the distribution by

eliminating the top and bottom percentiles to avoid the possibly erratic e¤ects

on aggregates and also took a moving average of observations to further guard

against extreme observations. We calculate �Ft using the top decile of this truncated

distribution.

The distance variables (�Ft � � it) and (� it � � t) in (2.12) and (2.13) are clearly

correlated with the corresponding error terms �it and "it, which renders least-squares

36http://www.euklems.net
37NACE �Classi�cation of Economic Activities in the European Community.
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estimates inconsistent. The endogeneity problem is immediate for equation (2.12).

As for (2.13), one can argue that a �rm gains market share exactly because its

productivity increased in the wake of a positive productivity shock.

A simple way to get around the endogeneity problem is to apply an IV estimator.

The sample moment condition for b� is
E[zi

�
�� i � b�IV (�Ft � � it)�] = 0;

and the simple Anderson-Hsiao-type IV estimator is given by

b�IV =
NX
i=1

TX
t=2

zit�� it

NX
i=1

TX
t=2

zit(�Ft � � it)
with zit = (�Ft�2 � � it�2).

The instruments can also be �zit but that results in the loss of more observations.

As for the push-equation (2.13), rewriting �it = x0 + "it where  = [0; 1] and

x = [1; � it � � ]. The conventional IV-estimator again is

bIV =

NX
i=1

z0i�i

NX
i=1

z0ixi

= (Z 0X)
�1
Z 0� with

zi = [(� i1 � � 1); :::; (� iT�1 � �T�1)]0;

�i = [�i2; :::; �iT ]
0 and

Z = [z01:::z
0
N ]
0;� = [�01:::�

0
N ]
0:

The IV-regression results of equations (2.12) and (2.13) were in line with our ex-

pectations. � appeared signi�cantly positive at conventional levels in all twelve
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industries38 ;39 The �s also turned out signi�cantly positive.40

2.A.3 Alternate Speci�cations

The dimensions of the set for alternate speci�cations are determined by choices

along four dimensions: the choice over �rm level TFP measures, the choice over the

decomposition method, the choice over input or value added shares, and the choice

over actual or �tted values of �� it and �it. First, �rm-level TFP measures may

be estimated using the method by Levinsohn and Petrin (2003) or computed using

productivity indices (Solow residuals). Second, the components may be computed

using three productivity decompositions: either of the two identities described above

by equations (2.7) and (2.11) or the one proposed by Petrin and Levinsohn (2010).

Third, the �rm-level �market share�measure that is used in the decompositions

may be based on the �rm�s share of industry inputs, or the �rm�s share of industry

value added. Finally, the micro-aggregated components may be generated using

either �tted or actual values of �rm-level market share and �rm-level productivity,

as described in section 2.2.5.41 Overall, the speci�cation set for univariate forecasts

contains eighteen speci�cations for each forecast window. Eight of these are based on

LP-estimates of �rm-level TFP and decompositions (2.7) or (2.11). Eight are based

on Solow residuals and decompositions (2.7) or (2.11), and two on LP-estimates of

�rm-level TFP and the decomposition proposed by Petrin and Levinsohn (2010).

38The mean and standard deviation of � across the twelve industries was :039 and :014. Detailed
results are available upon request.
39Results were very similar in the case of gross output, except that � did not appear signi�cant

in the textiles industry. The mean and standard deviation of � across the twelve industries were
:032 and :016. Detailed results are available upon request.
40The output-based speci�cations showed more ambiguous relationships: 0 were negative in

Nonmetallic mineral products and Electrical and optical equipment. Estimates were invariant to
whether we measured �it by input- or output-side indicators of �rms (using input shares or value
added/gross output shares) up to 4-digit precision.
41Since the decomposition method proposed by Petrin and Levinsohn (2010) measures realloca-

tion di¤erently - by using �rm-level information on input factor growth -, we do not include their
components based on �tted values of �� it and �it in our speci�cation set. We do not include their
components based on Solow residuals either.
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The time-series for TFP for the aggregate or for the industry subgroups are

built up from �rm-level data and only vary across four speci�cations, namely for

di¤erences in market-share measure used for aggregation of the �rm-level TFP and

for di¤erences in using actual or �tted data.

We start by discussing the performance of productivity components computed

using (1) �rm-level TFP measures estimated using the method by Levinsohn and

Petrin (2003); (2) decompositions described above by equations (2.7) and (2.11).

These results are shown in table 2.6 for the 1998-2000 forecast window. The four

rows correspond to the following choices: (i) actual values of �� it and input-based

�it; (ii) actual values of �� it and value-added based �it (iii) �tted values of �� it

using equation (2.12) and input-based �tted values of �it from (2.13); (iv) �tted

values of �� it using equation (2.12) and value-added-based �tted values of �it from

(2.13). Columns 2 and 3 - labeled �Micro-aggregated components� - correspond

to the choice over decompositions described by equations (2.7) and (2.11). These

choices give eight speci�cations. Adding the remaining three forecast windows im-

plies thirty-two cases in which we can compare the performance of micro-aggregated

forecasts to the forecast of the aggregate. In the main text, we found that using

components based on LP-estimates results in forecasts that outperform aggregate

forecasts in all of these thirty-two cases.

Re-computing the above results using Solow residuals instead of �rm-level TFP

estimates implies thirty-two comparisons, like above. These results - not shown

here but available upon request - indicate that forecasts of the components based

on �rm-level Solow-residuals outperform the forecast of the aggregate in seven-

teen out of thirty-two cases. This is a weaker result and is likely due to that

Solow-residuals are inconsistent estimates of �rm-level TFP-shocks. Choosing the

decomposition method by Petrin and Levinsohn (2010) and either input or value

added shares implies that, based on the four forecast windows, micro-aggregated

components outperform aggregate forecasts in seven out of eight cases. Accounting
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for all the speci�cations and the four forecast windows implies a total of 18*4=72

comparisons. Overall, forecasts based on micro-aggregated components outperform

aggregate forecasts in �fty-six out of these seventy-two cases.

In order to assess the performance of decomposition (2.11), we count the num-

ber of cases when it outperformed decomposition (2.7), conditional on the forecast

window, the TFP measure and the measure used for �� it and �it. The four fore-

cast windows, using LP-estimates of �rm-level TFP and the four measure-variants

described above imply sixteen such comparisons. In twelve out of sixteen cases, de-

composition (2.11) outperforms decomposition (2.7). Using Solow residuals instead

of LP-estimates implies that decomposition (2.11) outperforms decomposition (2.7)

in eight out of sixteen cases. Overall, decomposition (2.11) outperforms decompo-

sition (2.7) in twenty out of thirty-two cases.

We assess weights by comparing the performance of input-share weighted compo-

nents to value-added-share weighted components, conditional on the forecast win-

dow, TFP-measure, decomposition method and the choice over �tted or actual

values of �� it and �it. The four windows, LP-estimates, two decompositions and

the choice of actuals or �tted �� it and �it imply sixteen comparisons. Input shares

outperform value added shares in thirteen cases. Using Solow-residuals instead of

LP-estimates implies fourteen such cases. Using the third decomposition method

and LP-estimates implies a success rate of three out of four. Overall, using input

shares rather than value added shares to generate components results more accurate

forecasts in thirty out of thirty-six cases.

We evaluate the performance of pull and push equations in (2.12) and (2.13)

conditional on the forecast window, TFP-measure, decomposition method and on

whether �it is based on inputs or value added. Using LP-estimates, �tted values

of �� it and �it prove to be more accurate than actuals in ten out of sixteen cases.

Using Solow-residuals, �tted values prove to be more accurate than actuals in seven

out of sixteen cases, implying an overall success rate of seventeen out of thirty-two.
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We built the speci�cations set of multivariate forecasts along similar logic, except

that we do not investigate the performance of Solow-residuals or the decomposition

by Petrin and Levinsohn (2010). In each forecast window, we used two decomposi-

tions and four variants of the measures for �� it and �it, giving eight speci�cations.

We estimated the VARs using three di¤erent lag-orders described in section 2.3.2.

Therefore, the �nal multivariate set includes twenty-four speci�cations in each fore-

cast window. The speci�cation set for aggregate forecasts include the three di¤erent

lag orders only.

2.A.4 Least squares experiments with VARs

These experiments attempt to shed light on two issues. First, it is of interest how

results are a¤ected in a multivariate forecast model, which is common in macro-

practice. Second, it is also important to know how results are a¤ected by combining

micro-aggregated variables with published aggregate information.

To this end, we estimate vector autoregressions where the regressand is a vector

of logarithmic di¤erences of value added, capital, labor and micro-aggregated TFP:

yt = (4vat; 4kt; 4lt; 4�At ).42 Regressors included some of yt�s own lags together

with lagged micro-aggregates. We denote the latter as 4� it�q; ; i 2 fdc1g.

Our dataset for the �rst question included both published and micro-aggregated

data. Variables 4vat; 4kt; 4lt; were sourced from the EUKLEMS database, while

4�At and 4� it�q were constructed from �rm-level data using equations (2.7) and

(2.11).In short, and using the generic notation V AR(p; q) for a VAR with p endoge-

nous lags and q lags of microcomponents 4� it, we estimated V AR(1; 2); V AR(2; 1)

and V AR(1; 1) using least squares. Correspondingly, the set of speci�cations were

extended by the lag-order of the VARs.

The main conclusions from analyzing individual VARs - not shown here but

42The components of yt are suggested by the production function.
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available upon request - are the following. First, we did not �nd overwhelm-

ing evidence on the superiority of microcomponent-VARs over the entire set of

speci�cations. As a result, model selection appears to be a critical issue. If we

choose the speci�cation suggested by standard goodness-of-�t measures, favoring

a microcomponent-VAR over the aggregate-VAR may lead to a model with poor

forecast performance as measured by our performance metric.43 Further, we always

found a microcomponent-VAR, which performed better than the aggregate-VAR.

Our conclusion from these results is that (i) we can always �nd a microcomponent-

VAR performing better than the aggregate-VAR, even in our restricted speci�cation

set; (ii) model selection is critical but cumbersome; (iii) selecting a particular VAR

based on BIC may lead to serious errors.

The second question is how results are a¤ected by combining published aggre-

gate and micro-aggregated information. We replaced 4�At by 4�EUKLEMS
t in yt

above as we are now interested in whether the �rm-level information in 4� it im-

proves published aggregate forecasts. This experiment simulates a more realistic

forecasting environment because, at time t, micro-aggregated information 4�At is

generally not available to the researcher whereas 4�EUKLEMS
t is. Results closely

resemble those under the �rst question in that the BIC and our performance mea-

sure did not yield the same rank in our speci�cation-set. We also found that we

could always pick one or more microcomponent-VAR that performed better than

the aggregate-VAR. However, just as above, we did not �nd a clear superiority of

microcomponent-VARs.

43For instance, choosing a microcomponent-VAR based on BIC could lead to errors up to 1� 2
absolute percentage points as measured by our metric in equation (2.1). On the other hand, not
choosing a microcomponent-VAR could lead to errors up to 1 absolute percentage points by our
metric.
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2.A.5 Bayesian analysis

Notation

This section follows Chapter 6.6 in Koop (2003). Consider the following unrestricted

VAR-speci�cation

y1t = �11y1t�1+ � � � +�1pynt�p +"1t

y2t = �21y1t�1+ � � � +�2pynt�p +"2t
...

...
...

...
...

ynt = �n1y1t�1+ � � � +�npynt�p +"nt

in a matrix representation as

yt = �yt�1 + "t

where yt is an n� 1 vector containing the variables of the VAR, � is a n� p matrix

re�ecting the dynamic structure of the VAR and "t is an iid mean-zero normal

random vector with covariance matrix V . This last assumption says there is no

autocorrelation left in the error term but the errors of di¤erent equations at time t

can be correlated.

A more convenient representation of the above VAR is the following. Let yt =

(y1t:::ynt)
0 be the t-th observation vector of dimension (n � 1) in the sample, xt =

(y1t�1:::ynt�p)
0 be the n� p-vector containing the p lags of the n variables. Collect

the � coe¢ cients equation-by-equation in the (n � p)-vectors �1; :::; �n:The error
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vector stays the same "t = ("1t:::"nt)0. Then the above system can be written as

yt = Xt� + "t

Xt = In 
 xt =

0BBBBBB@
xt 0 � � � 0

0 xt � � � 0
...

...
. . . 0

0 � � � � � � xt

1CCCCCCA

� =

0BBB@
�1
...

�n

1CCCA ; 8t = 1:::T

This implies yt 2 Rn�1; � 2 R(n
2�p)�1, Xt 2 Rn

2�p and "t 2 Rn�1.

Bayesian representation

The objective of the forecasting exercise is to describe our beliefs about the joint

evolution of future observations and parameters based on our sample up to time T .

In other words, we want to characterize the posterior predictive density. We can

write this as

p(yT+1:::yT+H ; V; �jyT ); (2.15)

i.e. the joint posterior density of future observations and parameters conditional on

observed data. Using standard laws and the direct consequence of Bayes�theorem

we deconvolve (2.15) as

p(yT+1:::yT+H ; V; �jyT ) = p(yT+1:::yT+H jV; �; yT ) p(V; �jyT ): (2.16)

The �rst term of the right hand side represents the beliefs about the future real-

izations of the VAR, the second term is the posterior density of the parameters.

Rewriting 2.16 gives an operational representation of yT+1�s posterior predictive
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density as

p(yT+1jyT ) =
Z 1

0

Z 1

�1
p(yT+1jV; �)p(V; �jyT )d�dV (2.17)

meaning that we �integrate out� the vector of coe¢ cients � and the covariance

matrix of the error vector "t.

Prior elicitation

We characterize the joint posterior distribution of the coe¢ cient vector � and the

covariance matrix V of the parameters of the VAR. We denote this posterior by

p(�; V jyT ). This posterior can be written as

p(�; V jyT ) / p(yT j�; V )p(�; V ): (2.18)

The �rst term on the right hand side of 2.18 is the Gaussian likelihood. The

second term is the joint prior. We choose a natural conjugate prior speci�cation.44

An obvious natural conjugate prior for V is the Inverse Wishart (IW ) distribution.

This prior elicitation is a matrix-generalization of the Gamma-prior in the univariate

case. Similarly, choosing a normal prior for � results in a normal full conditional

posterior. To sum up , we write the priors as

V � IW
�
V ; df

�
(2.19)

� � N(�;Q)

where the positive de�nite V matrix plays the role of the scale parameter of the

IW (�; �) and df is degrees of freedom. The probability density function of the IW -

44See, for instance, Koop (2003).
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distributed n� n matrix V looks like this:

p(V ) =
jV jdf=2jV j�(df+n+1)=2e�trace(V V �1)=2

2df�n=2�n(df=2)

where �n(df=2) is the multivariate gamma function.

Using 2.19, we can write the joint prior as

p(�; V ) / N(�;Q)IW
�
V ; df

�
; (2.20)

and the joint posterior in 2.18 as

p(yT j�; V )N(�;Q)IW
�
V ; df

�
: (2.21)

Prior parameters �;Q; V and df

A frequently used prior for macro VARs is the so called Litterman-Minnesota prior.

Our priors are di¤erent in that in the Litterman-Minnesota case a VAR is written

in levels and the prior on the coe¢ cient matrix is such that the �rst lag has a prior

mean of 1 and the other lags have prior mean zero. This prior assumes that there

are n random walks in the system.

Our endogenous variables - value added, capital, labor and productivity - are

implied by the production function. We believe that aggregate productivity growth

in equations (2.7) and (2.11) can be described by the �rst di¤erence of a random

walk. Correspondingly, we take zero prior means of the coe¢ cients in �. In other

words, we take � = 0 2 Rn�1. We also assume that individual parameters are

independent so that Q is diagonal.

Our data approximate yearly growth rates by log-di¤erences. A 0.3 log-point

change around zero is approximately equivalent to a growth rate of 0.26, a -0.3 log

point change corresponds to a growth rate of -0.36. If we move further away from

zero along the real line, the log di¤erences are poorer approximations of growth
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rates. These log-changes imply so large growth rates in productivity and the other

variables that we expect it to happen very rarely, especially on a yearly basis.

Therefore, we thought it reasonable to restrict prior variances of the shocks and the

coe¢ cients.

Therefore, we set the diagonal elements of the error variance-covariance matrix V

to 10�2. The o¤-diagonal elements were set to zero because we did not have a strong

prior on the contemporary covariance structure of the errors. In terms of a scalar

zero-mean normal distribution, this covers 99% of the probability mass falling into

the interval [�0:258;+0:258]. With this prior variance setting, the majority of the

support corresponds to the interval [�0:2;+0:2], where the log approximation works

reasonably well and where we would expect most aggregate growth rates. A fat-

tailed prior - implying more atypical �-draws - would blow up already implausible

values for yt in the next period, which would result in implausibly large changes

in our endogenous variables. However, we did not want to exclude the possibility

that these shocks may realize. The same argument holds for parameter variances

Q. df was also set to zero as this corresponds to the non-informative prior on the

degrees-of-freedom parameter.

Posterior distributions, estimation and forecasting

Using the joint posterior we can develop a Gibbs-sampler based on the full condi-

tional posterior distributions of � and V (see Koop (2003) for more details).

Full conditional distributions: p(�jV; yT ) and p(V j�; yT )

The full conditional distribution of the parameter vector � is proportional to a

multivariate normal distribution. It is so because if V and yT are nonrandom, the

only thing that is random in the joint posterior (2.21) is �. p(�jV; yT ) can be written
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as

�jV; yT � N(�;Q)

� = Q

 
Q�1� +

TX
t=1

X 0
tV

�1yt

!

Q =

 
Q�1 +

TX
t=1

X 0
tV

�1Xt

!�1
.

The full conditional distribution of the error covariance matrix is proportional to

the product of the Gaussian likelihood and the IW (V ; df) prior about V .45 We use

the fact that this product is also proportional to an IW
�
V �11 ; df1

�
-density with a

new scale matrix 
�11 and degrees of freedom parameter df1:

V j�; yT � IW
�
V ; df

�
,

where the updated scale and the degrees-of-freedom parameters V and df are cal-

culated as

V =

 
V �1 +

TX
t=1

(yt �Xt�) (yt �Xt�)
0

!�1
df = T + df .

The Gibbs-sampler amounts to iterating the following algorithm until convergence:

1. Give starting values to �0 = (�
(0); V (0)):

2. Simulate �(m+1) from p(�jV (m); yT ) and then

simulate V (m+1) from p(V j�(m+1); yT ).

3. Set m = m+ 1 and go to step 2.

45Again, based on the joint posterior distribution given by (2.21).
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We set the number of Gibbs-iterations to 10000, the burn-in value to 5000, the

thin-value to 10. These parameter values imply 500 elements in the Markov-Chain.

Forecasting

After the Markov-Chain has converged we can consider the elements of the chain

(after discarding the burn-in observations and thinning the chain) as a sample from

the joint posterior. Now we turn to the �rst term of the right hand side of (2.16):

p(yT+1:::yT+H ; V; �jyT ). Conditional on y = (y1; :::; yT ); � and V , " is distributed

normally along the future path of the VAR, i.e., yT+k is also conditionally normally

distributed. So in order to obtain draws from the forecast distribution of yt we have

to the simulate future paths of yt+i i = 1:::k. To this end, we take each element,

indexed by (m), of the Markov-chain after the burn-in value (m = R) and thinning.
A trajectory at time t can be constructed at the (m)-th element of the Markov-chain

as:

1. Draw the random vectors "(m)t+1; "
(m)
t+2; :::; "

(m)
t+k � N(0; V (m))

2. Calculate

y
(m)
t+1 = �

(m)yt + "
(m)
t+1

y
(m)
t+2 = �

(m)y
(m)
t+1 + "

(m)
t+2

...

y
(m)
t+k = �

(m)y
(m)
t+k�1 + "

(m)
t+k

3. Go to the (m+ 1)-th element of the Markov-chain.

4. Calculate the appropriate moments of the forecast distribution from y
(m)
t+i i =

1:::k, m = R:
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In this manner, we have a simulated trajectory for each element of the Markov-

chain so we can calculate moments of the forecast distribution. The forecast distri-

bution approximated this way fully re�ects parameter uncertainty.46

The logic of model-averaging is the following. The predictive likelihood p(yT+sjyT ;Mi)

can be calculated in time T + s; s = 1. It is a real number given by evaluating

p(�jyT ;Mi) at the observed yT+s.47 These real numbers give the probabilities that

the observed yt+s was generated by model i. We evaluated them using the poste-

rior simulator used to estimate � and V . That is, we computed the real number

R�1
PR

r=1 p(yT+sjyT ;M; �
(r)), where �(r) = (�(r); V (r)) and r = 1:::R are the indices

of the elements of the chain after convergence. Given these values, we constructed

model weights using PBFs. We assumed the same model-priors, so the weights were

given by the predictive likelihoods48.

46If we forecast the system at the mean or median of the posterior error covariance matrix V
(parameter vector �), the forecast distributions miss the uncertainty in the coe¢ cient vector �
(error covariances V ).
47See Geweke and Amisano (2008) or van Dijk et al. (2007) for more details.
48After transforming them so that they sum to 1.
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Chapter 3

Forecasting U.S. Aggregate

Productivity using Census

Microdata

3.1 Introduction

This chapter continues to explore the issues from Chapter 2. First, we replicate

univariate and multivariate results using �rm- and aggregate-level data from the

United States. In addition, we attempt to mimic the procedures used at central

banks to forecast total factor productivity (TFP). In particular, we adopt and

modify Roberts�Roberts (2001) time-varying parameter techniques of estimating

trend productivity using a state space framework.1

Our microdata sources from the U.S. Census Bureau. Speci�cally, we employ the

Census of Manufactures, the Annual Survey of Manufactures, and the Longitudinal

Research Database to create a sample of U.S. manufacturing �rms from 1974-1998.

1Roberts (2001) provides the foundation for estimating trend productivity at the Board of
Governors of the Federal Reserve System. We would like to thank John Roberts and Charles
Fleischmann for providing assistance in understanding their estimation procedures.

55



Chapter 3. Forecasting U.S. Aggregate Productivity using Census Microdata
The industry-level we attempt to forecast come from the Bureau of Labor Statistics

(BLS) Multifactor Productivity Release.

The mechanism through which we gain information to assist in forecasting ag-

gregate productivity comes from our understanding of the microcomponents of pro-

ductivity growth. There are three primary components of aggregate productivity

growth: "within," "between," and "net-entry" terms. First, the �within�component

of productivity growth is a simple weighted average of �rm-level growth rates. It is

the sole factor behind aggregate productivity dynamics in a neoclassical world. The

within component can be expected to have forecasting power because it captures

common behavior over the business cycle (such as factor hoarding), and steady

factors at lower frequencies (such as technology di¤usion). Second, the �between�

component is assumed to represent the underlying forces of reallocation of resources

across �rms. It captures market selection mechanisms whereby more productive

�rms gain and less productive �rms lose market share. Based on the �ndings of

earlier work by Baily et al. (2001b), Basu and Kimball (1997) and Basu et al.

(1998) it may be expected to behave quite di¤erently over the business cycle than

the within component. Third, the net entry component captures the entry and

exit on the margin, as well as the rejuvenation of industries through high-growth

startup. A large net entry component implies that entrants�productivity is larger

than exiters�, possibly indicating new opportunities arising through technological

breakthroughs.

Our results indicate that using information from �rm-level U.S. manufacturing

data improves upon univariate and multivariate forecasts of aggregate TFP growth.

This implies that there is information content in the microcomponents that assists

in forecasting a productivity series, independent of the series itself. Moreover, when

placing our estimated microcomponents within a state space framework, we can also

improve upon estimates and forecasts of structural productivity.
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3.2 TFP measures and decompositions

Our microeconometric approach closely follows the framework described in Chapter

2. We estimate total factor productivity for both plants and �rms using Wooldridge

(2009) and Levinsohn and Petrin (2003) (LP henceforth) to control for simultaneity

between unobservable productivity and the observable input choices. This approach

solves the simultaneity problem by using a proxy for the transmitted plant-speci�c

e¢ ciency. The speci�c intermediate input chosen as a proxy for the unobservable

shock is energy. The approach in Wooldridge (2009) to estimating LP productiv-

ity implements the LP moment conditions in a Generalized Methods of Moments

framework and corrects for the simultaneous determination of inputs and technical

e¢ ciency. The approach is robust to the Ackerberg et al. (2005) critique. We build

micro-aggregated components using the methodology described in Chapter 2.

3.3 Data and aggregation

We now describe the plant-level data use to estimate productivity and to calculate

the within plant and reallocation contributions to aggregate productivity. Next, we

present comparisons of our micro-aggregated measures to published data from the

Bureau of Labor Statistics (BLS).

3.3.1 Data

The plant-level data employed to estimate the productivity measures and calcu-

late micro-aggregated components sources from the Annual Survey of Manufactures

(ASM), the Census of Manufactures (CMF), and the Longitudinal Business Data-

base (LBD). The data span 25 years from 1974 to 1998 and contains roughly 45-50

thousand plants a year and about 1.2 million plants overall.

Despite the richness of the Census microdata, there are several drawbacks. The
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CMF only takes place every �ve years and the ASM is a sample of manufacturing

plants. The ASM sample contains waves of plants that are not continually present

within the entire panel. To solve these problems, we utilize ASM weights that

allow for industry-level aggregates to be estimated and use the LBD to create our

longitudinal links in order to properly account for plant entry and exit.

The ASM provides the majority of the data within this project. The goal of

the ASM is to sample from the universe of manufacturing establishments to pro-

vide estimates of statistics for all manufacturing establishments with one or more

paid employee. The ASM includes roughly 50,000 establishments from the census

universe of about 400,000 manufacturing establishments and represents roughly 70

percent of total manufacturing shipments. Within the 50,000 sampled plants, about

20 percent are sampled with certainly and the remaining establishments are selected

with a probability proportional to establishment size, i.e., probability weights.2 The

ASM is conducted in the 4 years between the economic census years.3 The vari-

ables of interest from the ASM include plant level identi�ers, industry a¢ liation,4

measures of capital and investment, shipments, value added, employment, materials

use, and wages.5

The CMF is collected every 5 years in years ending in 2 and 7, and is the primary

source of information about the structure and functioning of the manufacturing sec-

tor in the U.S. The manufacturing universe includes around 400,000 establishments.

During Censal years, the ASM sample is a subset of the CMF.

2Typically, plants with 250 or more employees are sampled with certainty. In 2004, the ASM
sample design changed.

3Our panel of interest contains �ve, �ve-year ASM sub-panels: 1974-1978, 1979-1983, 1983-
1988, 1989-1993, and 1994-1998. Each ASM panel starts 2 years after the most recent economic
census.

4The Levinsohn and Petrin (2003) productivity estimation is performed at the two-digit indus-
try level. Industry a¢ liation changes dramatically over our sample of interest in 1987 (from the
1972 SIC basis). Industry a¢ liation is concorded to the 1987 Standard Industrial Classi�cation.
The 1997 switch to NAICS is one reason our sample ends in 1998.

5Nominal values are de�ating using the NBER productivity database, which contains ship-
ments, investment, and materials de�ators; wages are de�ated using the CPI. See Bartelsman et
al. (2000).
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As mentioned previously, the sample frame of the ASM is not conducive for the

exact timing of the births and deaths of establishments in the universe of manu-

factures, as not only is it a subsample of the universe of plants, but 80 percent of

the establishments are rotated in and out of the sample every 5 years. That said,

by design the ASM intends capture births and deaths of establishments within a 5

year sample frame (by tracking the business register), and when weighted by the

inverse of their probability weights, entry and exit should in fact be representative

of the manufacturing sector as a whole. The remaining problem is to properly label

plant entry and exit accordingly during years in which the sample frame rotates.

For this purpose we employ the LBD.

The LBD contains the universe of all U.S. business establishments with paid

employees from 1976 to present (see Jarmin and Miranda (2002)). The LBD con-

tains information on establishment entry and exit, gross job �ows, and changes in

the structure of the U.S. economy. We link the LBD to our panel of ASM estab-

lishments and use the birth death information to properly indicate plant status for

the productivity decompositions.

Capital stock data sources from the NBER-CES productivity database, and is

calculated via the perpetual inventory method. Initial values for buildings and

machinery are taken from the Census of Manufacturers buildings at beginning and

machinery at beginning variables. Investment for both buildings and machinery

are from the ASM data. Investment and starting capital are de�ated using price

indices from the NBER productivity database.

Table (3.1) shows the number of plants in our sample. Panel (3.1a) shows the

plant count by year and panel (3.1b) presents the plant count by two digit industry.

The input elasticities estimated using the Wooldridge (2009) and Levinsohn and

Petrin (2003) estimators can be found in table (3.2).

For the industry and aggregate forecasting, we took published aggregates from
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Table 3.1: Plants in sample.
Panel 1a: by year Panel 1b: by industry
year count industry SIC Description count
1974 62,666
1975 63,643
1976 63,624 Durable Manufacturing
1977 67,722 20 Food and kindred products 153,967
1978 65,925 21 Tobacco manufactures 1,702
1979 53,416 22 Textile mill products 48,355
1980 53,049 23 Apparel and other textile products 91,541
1981 52,466 24 Lumber and wood products 94,371
1982 52,816 25 Furniture and �xtures 38,377
1983 48,361 26 Paper and allied products 58,585
1984 53,069 27 Printing and publishing 114,806
1985 52,690 28 Chemicals and allied products 92,620
1986 52,375 29 Petroleum and coal products 20,584
1987 53,034 30 Rubber and miscellaneous plastics products 76,370
1988 50,583 31 Leather and leather products 12,653
1989 54,330
1990 64,635 Non Durable Manufacturing
1991 67,019 32 Stone, clay, glass, and concrete products 72,889
1992 66,057 33 Primary metal industries 52,560
1993 62,632 34 Fabricated metal products 149,068
1994 59,091 35 Industrial machinery and equipment 159,732
1995 60,725 36 Electrical and electronic equipment 92,208
1996 65,624 37 Transportation equipment 52,802
1997 63,503 38 Instruments and related products 43,581
1998 54,087 39 Miscellaneous manufacturing industries 36,371

Source: Annual Survey of Manufacturers and Census of Manufactuers, U.S. Census Bureau.

the BLS Multifactor Productivity Trends in Manufacturing Release.6 This release

contains real output and inputs for the manufacturing sector on a KLEMS-basis for

capital, labor, energy, materials, and business services. From this data source, we

use the output, capital, labor and multifactor productivity (MFP) series from 1974

to 1998. The BLS calculates MFP-growth as the di¤erence between output growth

and the growth of a composite of inputs, i.e., a weighted combination of capital,

labor, energy, materials, and business services. Growth in the input composite is

calculated as a weighted average of changes in individual inputs, where the weights

are the shares of each input in current dollar output.

The BLS�s framework uses an output measure based on sectoral output, i.e., the

value of production less that portion which is consumed in the same industry. Labor

6For our analysis, we use the superceded historical SIC measures for manufacturing, which
contains data from 1949-2001.
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Table 3.2: Estimated elasticities of labor and capital.
industry �l �k se(�l) se(�k) obs
20 0.410 0.523 0.008 0.012 93,900
21 0.547 0.657 0.078 0.129 1,110
22 0.501 0.324 0.009 0.016 28,880
23 0.555 0.353 0.010 0.011 44,294
24 0.577 0.370 0.008 0.010 55,846
25 0.521 0.360 0.012 0.015 23,243
26 0.481 0.389 0.010 0.014 30,816
27 0.695 0.306 0.009 0.010 67,454
28 0.362 0.507 0.009 0.014 59,030
29 0.335 0.480 0.014 0.035 12,602
30 0.424 0.461 0.008 0.016 31,970
31 0.565 0.332 0.023 0.027 7,786
32 0.535 0.421 0.006 0.012 45,384
33 0.531 0.435 0.009 0.017 31,188
34 0.551 0.368 0.005 0.009 92,461
35 0.592 0.376 0.006 0.009 93,897
36 0.389 0.506 0.008 0.016 50,906
37 0.644 0.351 0.011 0.015 33,384
38 0.438 0.485 0.012 0.018 24,393
39 0.541 0.357 0.011 0.015 19,845

The production function parameter estimates are derived as in Wooldridge (2009) and using the number of
employees for the labor input. Output is measured by value added. Source: Census of Manufactures, Annual
Survey of Manufactuers, and NBER Manufacturing Productivity Database.

is measured as the hours worked by all persons engaged in a sector. The sources for

employment and average weekly hours data are the BLS Current Employment Sta-

tistics program and Current Population Survey. Capital input is de�ned as the �ow

of services from physical assets, which include equipment, structures, inventories

and land.7

3.3.2 Aggregates

We now turn to the aggregates of the microdata used in the analysis.8 Before

analyzing the e¢ cacy of forecasting using micro-aggregates, it is important to com-

pare how the aggregated microdata compare to published aggregates. Figure 3-1

contains comparison plots of value added growth with the growth in BLS output

measures and a comparison of aggregates of total factor productivity with the BLS

7For more information see Gullickson and Harper (1987).
8The productivity estimation techniques are described in the following section.
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multifactor productivity estimates.

First, �gure 3-1a contains a comparison of value added from aggregated Census

microdata used in our sample with the published BLS aggregate. The two series

track each other fairly closely and have a correlation coe¢ cient of 0.9. Unfortu-

nately, while value added is the measure we utilize to estimate plant-level TFP,

value added is not the output measure used by the BLS when calculating o¢ cial

multifactor productivity estimates for the manufacturing sector. The BLS employs

sectoral output in their KLEMS approach for the U.S. manufacturing sector.9

In response, we also plot and correlate our aggregated value added measure to

the BLS sectoral output measure in �gure 3-1b and �nd a similarly high correla-

tion of 0.88. Our aggregation of Census microdata captures the dynamics of the

manufacturing sector relative to the published aggregates well. While both met-

rics of output are derived from the same source data, it is not fait accompli that

the published aggregate should closely track the series constructed from Census

microdata.

This conclusion is particularly true when thinking in terms of comparing our

aggregates of manufacturing total factor productivity with the published total factor

productivity estimates from the BLS. This is because the two methodologies di¤er

in their approach. We use the Wooldridge-Levinsohn-Petrin approach to estimate

TFP and aggregate up using value added or input weights. Alternatively, the

BLS estimates of total factor productivity growth are de�ned as the di¤erence

between output growth and the growth of a composite of the aggregate level of

inputs. In this case a weighted combination of capital, labor, energy, materials,

and business services. The BLS and our approaches to net out input contributions

di¤er substantially. Nonetheless, as seen in �gure 3-1c, the micro-aggregated TFP

series tracks the BLS published estimates fairly closely, with a correlation of 0.81.

9The KLEMS approach using sectoral output allows for the use of Domar weights to aggregate
up subindustries into total factor productivity for the entire economy or a particular sector.
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Figure 3-1: Plots of Microaggregated Data and Published Aggregates.
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3.4 Univariate and Multivariate Forecasting

We �rst employ the univariate and multivariate forecasts described in Chapter

2, and then turn to a state space framework. The univariate and multivariate

forecasting techniques follow the methodology found in Chapter 2. We evaluate

our forecasts in four three-year rolling forecast windows.10 In each horse-race, we

compare forecast performance using only the aggregate timeseries with the forecast

performance of a set of micro-aggregated components. The benchmark for our

comparisons is the average growth of the Hodrick-Prescott-trend of aggregate TFP

for a particular 3-year window. When comparing two forecasts we calculated the

following performance metric:

c4�Mi

t+s �4�
HP

t+s vs c4�Agt+s �4�HPt+s ; (3.1)

where c4�Mi

t+s denotes the forecast using micro-aggregated components, c4�Agt+s de-
notes the forecast of the aggregate timeseries, 4�HPt+s denotes the average growth of

the Hodrick-Prescott-trend of the aggregate, and s denotes the forecast window in

which the forecast is evaluated.

3.4.1 Univariate forecasts

For univariate forecasts, the de�nition of c4�Mi

t+s is implied by the productivity

decompositions described in Chapter 2, which parse aggregate productivity growth

into micro-aggregated components:

c4�Mi

t+s =
X

i2fw;b;neg

c4� it+s,
10We evaluated our models in the following forecast windows: 1993-1995, 1994-1996, 1994-1997,

1995-1998.
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where fw; b; neg denotes the set of within, between and net entry components.c4� it+s denotes the forecast from separate univariate autoregressive AR(p) speci�-

cations for component i.11 c4�Agt+s is also calculated from a univariate autoregressive
speci�cation. Finally, we compare how far o¤ the estimates of c4�Agt+s and c4�Mi

t+s are

from 4�HPt+s , as in (3.1).

3.4.2 Multivariate Forecasts

The framework entails forecasting actual published productivity aggregates and

pulls in information from other related macroeconomic data. For the multivariate

forecasting approach, we calculated c4�Mi

t+s and c4�Agt+s using vector-autoregressions
(VARs). We de�ne the vector of endogenous variables in the VAR as yt = (4vat;

4kt; 4lt; 4�Agt ), i.e. a vector of logarithmic di¤erences of value added, capital,

labor and aggregate TFP. We denote the regressand by yt = (4vat; 4kt; 4lt;

4�Agt ).12 The regressors include some of yt�s own lags and also lagged micro-

aggregated components. We denote the latter as 4� it�q. Our data for yt source

from the BLS, while the 4� it�q were constructed from �rm-level data. In short,

and using the generic notation V AR(p; q) for a VAR with p endogenous lags of yt

and q lags of predetermined micro-aggregated components4� it, we estimated VARs

with the following pairs of p and q: (1; 2); (2; 1); (1; 1). The corresponding aggregate

VARs do not feature 4� it�q as additional regressors. Hereafter, we refer to the �rst

set of VARs as microcomponent-VARs and to the latter as aggregate-VARs. The

Bayesian forecasting approach follows the methodology described in Chapter 2.

11The lag order of the AR(p) p 2 f1; 2g models based on the BIC, which selects p=1. The lag
order was restriced to one or two lags in order to preserve degress of freedom.
12The components of yt are implied by the production function.
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3.4.3 Results

The univariate forecasting results can be found in the �rst two columns of table

3.3. The �rst column presents the forecasts based on micro-aggregated components

and the second column presents forecasts based on the aggregate timeseries. Aside

from the third forecasting window all forecasts using micro-aggregated components

from the productivity decompositions outperform aggregate forecasts. For exam-

ple, the column labelled "Microcomponents" for the 1992 to 1994 forecast window

shows that the aggregate of the forecasts of the micro-aggregate components is 1:5

percentage point lower than the average of the HP-trend. The forecast of aggregate

TFP is 1:9 percentage points lower than the HP-trend for the period, and thus

performs 0:4 percentage point worse. Our results imply that forecasts including

micro-aggregated components detect more of the productivity acceleration in the

nineties, relative to the aggregate forecasts.

Table 3.3: Out-of-sample forecast performance in di¤erent forecast periods, per-
centage point deviation from HP-trend of aggregate manufacturing productivity
growth. Wooldridge estimates, using Employment.

Univariate Forecast BMA-VAR Forecast
Microcomponents Aggregate Microcomponents Aggregate

1992-1994 -1.5 -1.9 -0.9 -1.1
1993-1995 -1.4 -1.9 -0.6 -0.9
1994-1996 -1.3 -1.0 -0.9 -1.4
1995-1997 -1.4 -1.7 -0.6 -1.2

Note: Results for the univariate forecast were calculated using input factor shares of �rms. These factor-shares are
based on the weighted average of input factors. The columns should be read as a deviation from Hodrick-Prescott
trend over the time frame of interest. Negative values are read as falling below trend. Weighted average forecasts
were calculated using 24 VAR models for microcomponent VARs and three VAR models for the aggregate VARs.
The weights are based on the Predictive Bayes Factor of forecast models. The speci�cation set of the
microcomponent VARs is spanned by three dimensions: 1) two decompositions 2) input-factor or value added
shares and their �tted values (four-scenarios) 3) three lag-speci�cations for each VAR(p,q): ((1,2),(2,1),(1,1)). For
instance, a VAR(1,2) includes the 1st lag of endogenous variables (growth rates of aggregate capital services, labor
services, tfp, value added), the 1st and 2nd lags of predetermined variables. Predetermined variables are lagged
values of micro-aggregated components. The speci�cation set for aggregate VARs consists of three VARs without
microcomponents in each forecast window. The three VARs are given by the three lag-speci�cations above.

The last two columns of table 3.3 summarize the result of Bayesian model-

averaging when the forecast target is the published aggregate TFP. The microcomponent-
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3.5. Using micro-aggregated components to estimate structural productivity
VAR forecasts dominate the aggregate VAR forecasts in every forecast window. Of

note, in the last two forecast windows the micro-aggregated component forecasts

are about 1
2
percentage point higher than the aggregate VAR forecasts. In that

same period our estimates of average trend growth in total factor productivity was

1.8 percent. As a result, the aggregate VAR forecasts would have missed roughly

a third of the late-nineties productivity acceleration. We now turn to using a more

structural framework to estimate total factor productivity.

3.5 Using micro-aggregated components to esti-

mate structural productivity

The addition of micro-aggregated components to both univariate and multivari-

ate forecasting experiments improves our ability to forecast and understand trend

productivity in the manufacturing sector. A natural extension would be to see if

the within, between and net entry terms aid in forecasting aggregate productivity

growth for the economy as a whole. This is important, particularly in macroeco-

nomic forecasting, as estimates of potential output and the application of Okun�s

law depend on structural, or trend, productivity.

Unfortunately, a longitudinally linked plant-level dataset with su¢ cient informa-

tion in order to decompose productivity for the entire economy over a long enough

time horizon does not exist. Given the data constraints, this leaves the manufac-

turing sector as our sole source of micro-aggregated components. Prima facie, the

manufacturing sector seems like an inadequate starting point for inferences about

understanding cyclical dynamics of the overall economy, particularly given that the

sector represents roughly only 10 percent of total U.S. output. That said, despite

the relative size of the sector, output growth in the manufacturing sector has ac-
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tually kept pace with the rest of the economy,13 while exhibiting greater cyclical

swings.

As a result, the sector tends to make outsized contributions to GDP growth

during economic turning points.14 Moreover, the manufacturing sector contributes

an outsized portion of overall business cycle volatility. In particular, Ramey and

Vine (2006) �nd that roughly a quarter of the variance in GDP sources from the

motor vehicle sector, even though the industry accounts for less than 4 percent of

the level of GDP. In this environment, using the micro-aggregated components from

the manufacturing sector to extract a signal about the overall trend in aggregate

productivity might actually prove useful. This conjecture proves somewhat cor-

rect. The following section provides evidence that the addition of micro-aggregated

components provides insight into structural multifactor productivity.

3.5.1 Structural productivity and potential output

Currently, most forecasts of trend TFP and potential output continue to be based on

the representative �rm view and thus only need to worry about measurement at the

aggregate level. These practices do not consider �rm-level heterogeneity, technology

di¤usion, shifts in market share, and appropriate aggregation methods. TFP is

estimated typically within a production function equation, which is used to estimate

potential output. Concrete applications di¤er as to how potential output and TFP

is modeled. For instance, one of the Federal Reserve�s models for potential output

de�nes TFP as unobserved stochastic process using a state space framework.15 At

13From 1960 to 2009, the average annual rate of change in real nonfarm business output was 3.5
percent, only slightly higher than the 3.2 percent annual change for manufacturing. The relatively
faster gains in manufacturing productivity have resulted in lower relative goods prices which, in
combination with inelastic demand for goods (on average), has led to a decline in manufacturing�s
share of nominal output.
14See Corrado and Mattey (1997) for details.
15See Kuttner (1994) for a method of estimating potential output as an unobserved trend. Other

bene�ts of the state space approach include updating the trend in real-time, in response to data
releases and the ability to assign con�dence intervals to estimates of trend.
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3.5. Using micro-aggregated components to estimate structural productivity
the European Central Bank, only in-sample trend TFP values are calculated by

applying the Hodrick-Prescott �lter to the residual of the production function, TFP

is not extrapolated directly.16

Improving the estimates of productivity trends should ultimately lead to bet-

ter macroeconomic forecasts through improved measures of potential output, i.e.,

the level of output that would be achieved were factor inputs fully utilized and

multifactor productivity at its trend level.

We build on previous methodology to estimate trend multifactor productivity.

The following primarily uses the framework of Roberts (2001) and Kuttner (1994).

First, decompose log per capital output qt into an hours ht and output per hour �t:

qt = ht + �t:

In a trend-cycle model, variable xt is assumed separable in its trend and gap com-

ponents x�t and xgapt. We adopt the separability assumption and assume that

qt = q�t + qgapt, ht = h�t + hgapt and �t = ��t + �gapt, where the trend variables

are unobserved.17 Our primary focus is on �t. In order to estimate trend multi-

factor productivity, the next section describes a decomposition of ��t based on a

Cobb-Douglas production function.

3.5.2 Labor productivity and trend total factor productiv-

ity

The standard Cobb-Douglas production function is a natural starting point for any

model with total factor productivity. Writing output as

Qt = AtK
�
t (EtHt)

1��;

16See Fagan et al. (2001) for more details.
17These de�nitions imply that we can write potential output as q�t = h

�
t + �

�
t .
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whereKt denotes capital services, Et andHt denote labor quality and hours, respec-

tively, and At denotes total factor productivity. The production function implies

a de�nition for log-labor-productivity, denoted by �t and measured as the log of

output per hour:

�t = at + �(kt � ht) + (1� �)et; (3.2)

where (kt � ht) denotes capital deepening. Decomposing labor productivity into a

trend and cycle component implies

�t = �
�
t + �gapt: (3.3)

Given data on both capital deepening and labor quality trends, we can parse ��t into

trend multifactor productivity (a�t ), cyclical labor productivity and the two observ-

ables, capital deepening (kt � h�t ) and labor quality ((1 � �)et) terms. Combining

equations (3.2) and (3.3) implies

�t = �
�
t + �gapt

= a�t + �(kt � h�t ) + (1� �)et + �gapt: (3.4)

Equation (3.4) serves as the basis for our analysis. Trend multifactor produc-

tivity is assumed to be an unobserved component of our state space framework.

We estimate trend multifactor productivity using data on manufacturing and the

private nonfarm business sector. Our state space model builds on the assumptions

in Roberts (2001) about the relationship between �gapt and hgapt. We brie�y

describe these assumptions in the next section.

A model for hours

In Roberts (2001), the cyclical component of current hours is assumed to depend

its own lagged values and on the cyclical component of output. Implicit in this as-
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sumption is a partial adjustment model where a cyclical productivity-shock yields

a less-than-proportional response in hours on impact. In the wake of a shock, pro-

ductivity increases above trend, then hours gradually adjust until the productivity

gap returns to zero. The catch-up idea is encapsulated by including lagged values

of �gapt and qgapt in the equation for hgapt:

hgapt = �0qgapt + �1qgapt�1 + �2hgapt�1 + u2t. (3.5)

The idea of partial adjustment can be represented by

�hgapt = �0�qgapt + �1�gapt�1 + u2t

0 < �0 < 1; �1 > 0; (3.6)

which is equation (12) in Roberts (2001). It can be shown that (3.6) is a special

case of (3.5) with restrictions

�0 = �0; �1 = �1 � �0; �2 = 1� �1:

Discussion

Firm-level information may help explaining aggregate productivity trends. An ob-

vious test of this idea in the current framework would be to see what di¤erence

micro-aggregated components make when used in the estimation of the level of

trend TPF and its growth rate. A full-information maximum likelihood approach

would ideally involve specifying the data generating processes both for the trend-

component of hours and the cyclical component for labor productivity. However,

we work with a simpler approach and assume that we have estimates18 for trend

hours (h�t ). We treat �gapt as an unobserved variable and estimate its value.

18We use the Hodrick-Prescott �lter with � = 100.
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We deviate from Roberts (2001) for two reasons. First, our focus is on whether

micro-aggregated components help explain changes in a�t , and it is not clear how

Roberts (2001) framework accommodates an equation describing the relationship

between the micro-aggregated components and the change in a�t . Second, we want to

facilitate parameter estimation by applying the Expecation-Maximization algorithm

(EM henceforth), which combines analytical expressions and numerical procedures.

As we will see, the state space speci�cation presented in the next section directly

accommodates our micro-aggregated components. It also allows us to maximize

the complete data likelihood. Maximizing the complete data likelihood amounts to

considering the joint density of the observation and state vectors simultaneously,

and it is therefore closer to a full-information approach. The EM�nds the maximum

point using both numerical optimization and using analytical results. The analytical

expressions facilitate numerical search and therefore convergence is achieved faster.

As �nal remark, we generate micro-aggregated components using 25 years of

�rm-level data at an annual frequency. The number of observations may appear

relatively small at �rst glance. We acknowledge that the majority of state-space

applications use longer timeseries or data at higher frequencies.19 However, it is

not a priori obvious whether the time-span of our sample or the yearly frequency

prevents us from precisely estimating productivity trends.

3.5.3 A state-space representation

De�ne the labor productivity residual as log-labor-productivity (�t) minus capital

deepening �(kt � h�t ) and labor quality (1� �)et:

�rt = �t � �(kt � h�t )� (1� �)et: (3.7)

19For example, Roberts (2001) employs quarterly timeseries starting in the early 1950�s to
estimate total factor productivity trends.
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Equation (3.4) shows that the labor productivity residual can be decomposed into

trend term and cyclical productivity-gap terms:

�rt = a
�
t + �gapt; (3.8)

On the other hand, the productivity-gap is also related to the hours-gap. First,

substitute out �t using equation (3.2):

�rt = at + �(kt � ht) + (1� �)et

� �(kt � h�t )� (1� �)et

= at � �(ht � h�t )

= at � � � hgapt: (3.9)

Combining equations (3.8) and (3.9), we have the following relationship between

�gapt and hgapt:

�gapt = at � a�t � � � hgapt: (3.10)

Equation (3.10) says that the cyclical component of labor productivity is a linear

function of trend TFP and the hours-gap. In this sense, our speci�cation is similar

to the approach in Roberts (2001) (see equation (3.6)).20 Roberts (2001) estimates

trend productivity on quarterly data. At this frequency, it is conceptually easy to

justify the catch-up idea and relate movements in hours to lagged productivity lev-

els. At yearly frequency, we observe these movements simultaneously, which renders

identi�cation more di¢ cult. However, we can assume that �gapt is predetermined

with respect to hgapt, as suggested by partial adjustment. Our assumption implies

that if we observe an increasing hours gap in a year, we can infer that the pro-

20It would be natural to label the di¤erence at�a�t as "TFP-gap", following the terminology of
traditional trend-cycle decompositions. However, it would also be misleading because we do not
believe that total factor productivity is a¤ected by cyclical factors.
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ductivity gap must have also increased. Equation (3.10) allows us to use hgapt to

explain the variation in �gapt. We also allow �gapt to depend on �gapt�1.

We do not impose further structure on the relationship between hgapt and �gapt.

Any restriction implied by the gradual adjustment idea would yield rank reduction

in the state space representation. We want to avoid this for computational reasons,

because we want to develop our estimation routine based on earlier results in the

literature.21

We denote micro-aggregated components by cit; i = 1; 2; 3; and assume that

they signal about trend productivity growth. We denote trend productivity growth

by t, and adopt the assumption in Roberts (2001) that t follows a random walk

t � �a�t = a�t � a�t�1

= t�1 + et :

A model in �rst di¤erences

We estimate the model in �rst-di¤erences for three reasons. First, the level series

exhibit a strong trends, which is taken up by the �ltered estimate of a�t , possibly

leading to less accurate estimates of the growth rate of the trend t. Second, the

micro-aggregated components are by de�nition contributions to the growth rate

of aggregate productivity, therefore we expect them to inform about trend growth

rather than the level. Finally, there are fewer parameters in the �rst-di¤erenced

model, which leaves more degrees of freedom for estimation.

We obtain the observation equation by di¤erencing the labor productivity resid-

ual in equation (3.7):

��rt = ��t � ��(kt � h�t ) + (1� �)�et:

21See section 3.5.5 for more details on this issue.
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Di¤erencing a�t yields t+ et implying that ��

r
t = t+��gapt+ut. Casting these

equations into state space form gives

��rt = (1 1)

24 t

��gapt

35+ vt; (3.11)

and 24 t

��gapt

35 =
24 1 0

0 �

3524 t�1

��gapt�1

35

+

24 b1 b2 b3 0

0 0 0 b4

35
26666664

c1t�1

c2t�1

c2t�1

�hgapt

37777775+
24 et

e��gapt

35 : (3.12)

Now consider the general linear model

yt = C � xt + vt

xt = A � xt�1 +B � ut�1 + wt

vt � NID(0; R) (3.13)

wt � NID(0; Q)

x(0) � N(init_x; init_V );

where yt 2 Rp denotes the observation vector, xt 2 Rk denotes the unobserved state

vector. Variable ut is referred to as the control signal. A 2 Rk�k, B 2 Rk�s and

C 2 Rp�k denote the system matrices and x(0) denotes the initial value of the state

vector. In our case, p = 1, k = 2 and s = 4.

It is immediate that our representation in equations (3.11)-(3.12) correspond to

the general state-space model in (3.13). The micro-aggregated components enter
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the system in ut�1. Their e¤ect on trend productivity growth is estimated by

coe¢ cients b1; b2 and b3. The equations of the �rst-di¤erenced model can be cast

into the state-space form in (3.13) with the following de�nitions

A �

24 1 0

0 �

35 ; B �
24 b1 b2 b3 0

0 0 0 b4

35 ; C � (1 1)
xt � (t; d�gapt)

0 ; ut �
�
cwt ; c

b
t ; c

ne
t ; dhgapt

�0
; wt �

�
et ; ed�gapt

�0
yt � �rt = �t � �(kt � h�t )� (1� �)et

wt � NID(0; Q); Q =

24 �2 0

0 �2d�gap

35
vt � NID(0; R); R = �2v: (3.14)

3.5.4 Parameter constraints and model selection

It is not without purpose that we de�ned the systemmatrices above. Choosing them

as in (3.14) allows us to represent the equations of the underlying structural model

in the general state-space form in (3.13). In other words, the parameter constraints

within those matrices are also implied by the structural model. Therefore, we treat

those constraints as identifying restrictions.22

One implication of this approach is that we do not formally test their validity. In

principle, the likelihood-ratio test would be a standard tool to compare and choose

between a model with constraints and one without constraints. However, if we

calculate likelihood using identifying restrictions, then we assume that a particular

likelihood value can only be calculated under a particular set of constraints. If

the constraints are di¤erent, the underlying structural model is di¤erent and so is

the likelihood. This logic implies that we cannot formally test whether one model

provides a strictly better or worse �t than another. At best, likelihood values are

22Similarly to the identifying restrictions of the SVAR literature.
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viewed as a rough-and-ready indicator of how likely that a speci�c model generated

the data.

Unfortunately, there is no panacea to the problem of model selection. We do not

want to apply Bayesian or other techniques to compute model averages because we

would like to keep the analysis as close as possible to the current macroeconomic

practice in estimating structural productivity. We judge a model�s �t on how well

t, the estimated trend growth rate of TFP, follows known dynamic patterns over

the estimation period.23 We also consider the dynamics of the productivity-gap and

"reject" a model if it produces productivity-gap estimates that contradict earlier

�ndings.24 We are going to discuss these issues in detail in section 3.5.6. The next

section outlines the estimation procedure.

3.5.5 Estimation

We now describe the basic equations of the EM-algorithm used to estimate the sys-

tem matrices of the Kalman �lter. A comprehensive discussion of signal extraction

techniques using structural timeseries methods can be found in Durbin and Koop-

man (2001). A detailed description of the algorithm for the general linear model

in equation (3.13) without control signal can be found in Ghahramani and Hinton

(1996).

The joint density of the state and the observation vectors is given by

P (x;y) = P (x0)

TY
t=2

P (xtjxt�1)
TY
t=1

P (ytjxt); (3.15)

where x = (x1:::xT )
0 and y = (y1:::yT )

0. The Gaussian model in equation (3.13)

implies that we can write the density of observation yt, conditional on the state xt,

23In our judgement we also give weight to visual inspection of the dynamics of �ltered state
variables.
24One key property is stationarity, which is implied by the catch-up model. The other one is

the ability of signalling the phases of the business cycle in the U.S.
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as

P (ytjxt) = exp
�
�1
2
[yt � Cxt]0R�1 [yt � Cxt]

�
(2�)�p=2 jRj�1=2: (3.16)

P (xtjxt�1), the density of xt conditional on its previous value xt�1 is given by

exp

�
�1
2
[xt � Axt�1 �But�1]0Q�1 [xt � Axt�1 �But�1]

�
(2�)�k=2 jQj�1=2:

(3.17)

Equation (3.17) contains the control signal, denoted by the ut�1 term.

The EM-algorithm amounts to taking logs in (3.15) and computing the expec-

tation with respect to the data vector y and di¤erentiating the expectation with

respect to the parameters.25 In generic notation, we compute

@

@�
E [P (x;y) jy] ; (3.18)

where � denotes the vector of parameters. In our case, the parameter vector � is

given by � = (A;B;C;Q;R).

At this point, we only point out the di¤erences relative to the case without con-

trol signal, more details can be found in appendix 3.A. Our estimating equations for

C and R are the same as in Ghahramani and Hinton (1996), who derive expressions

for A, C, Q and R without the control signal ut. For A and Q, the expressions

are di¤erent, the di¤erence being due to the terms featuring B in equation (3.17).

Appendix 3.A shows the estimation equation for B.

In the EM algorithm, the Kalman �lter and smoother procedures are run �rst,

which yields E [P (x;y) jy]. Then, we calculate the new value of � and rerun the

Kalman �lter and smoother again. Repeating this procedures till convergence gives

the estimate of �.

25Assuming P (x1), the initial density for x1, is Gaussian and denoting its value with some
constant.
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3.5.6 Results

Manufacturing

Table (3.4) summarizes estimation results from the state space model in equa-

tions (3.11)-(3.12). Each column corresponds to a di¤erent speci�cation. �Model

1�describes results when micro-aggregated components are not used in the esti-

mation. In the other models, we used micro-aggregated components to estimate

trend productivity growth. In �Model 2�, we used weighted input shares to generate

micro-aggregated components. In �Model 3�, we used observed value added shares

to generate micro-aggregated components. In �Model 4�, we used the �tted values

of value added shares and in �Model 5�, we used �tted values of input shares and

productivity changes.26

Row 2 shows the maximized value of the log-likelihood. It is the largest with

micro-aggregated components using input shares (�Model 2�) and the smallest with

micro-aggregated components using observed value added shares (�Model 3�). Row

3 shows that the EM-algorithm converges fast.27 The row labeled "�" shows the

autoregressive coe¢ cient of the productivity-gap. It is equal to 0:42 when micro-

aggregated components are not used in the estimation (�Model 1�). It is between 0:33

and 0:35 when micro-aggregated components are used. The row labeled "b" shows

the estimated e¤ect of hours-gap on the productivity gap. Without components

(�Model 1�) it is�0:02. The row labeled "b4" shows the e¤ect when micro-aggregated

components are used in the estimation.

The estimated e¤ect of the micro-aggregated components on trend productivity

growth are shown in rows labeled "b1"-"b3". The signs of these coe¢ cients de-

26We derived �tted values as described in Chapter 1.
27The initial conditions have moderate e¤ect on parameter estimates and likelihoods. Using

(1; :5; 0;�:5; 1) as initial conditions for � and b in �Model 1� yielded likelihoods in the interval
`` 2 [�39:88;�35:11] and b� 2 [:31; :42] and bb 2 [�:04;�:02]. Similar initial values for � and
matrix B yielded `` 2 [�34:02;�33:26] in �Model 2�, `` 2 [�48:86;�42:53] in �Model 3�, `` 2
[�59:55;�39:86] in �Model 4�, `` 2 [�42:50;�39:86] in �Model 5�.

79



Chapter 3. Forecasting U.S. Aggregate Productivity using Census Microdata
pend on how components are generated. For instance, using weighted input shares

(�Model 2�) yields negative signs for the between and net entry component. When we

use observed value-added or �tted value-added shares to generate micro-aggregated

components (�Model 3�and �Model 4�), the signs are positive.

Table 3.4: Estimation results 1, di¤erences, data scaled by a factor of 100
�Model 1� �Model 2� �Model 3� �Model 4� �Model 5�

Intial log-likelihood -208.47 -44.18 -44.18 -212.1 -44.2
Maximized log-likelihood -35.11 -33.26 -42.53 -39.86 -39.80

Number of iterations 6 6 16 3 15
� 0.42 0.35 0.33 0.25 0.30
b -0.02 . . . .
b1 . 0.01 0.10 0.12 0.83
b2 . -0.43 0.63 0.43 -0.13
b3 . -0.48 0.32 0.11 0.00
b4 . 0.04 -0.02 -0.02 -0.06

�Model 1�: without microcomponents; �Model 2�: input share-weighted microcomponents; �Model 3�: value-added
share-weighted microcomponents; �Model 4�: microcomponents using �tted value-added shares; �Model 5�:
microcomponents using �tted input shares and productivity changes. Fitted values were derived as in Chapter 1.
Parameter constraints in each model are implied by the model in equations (3.11) and (3.12): A12=A21=0,
B14=B21=B22=B23=0, C=(1 1).

Model selection proves to be critical and cumbersome. If we select a model

based on its likelihood, then we would choose �Model 2.� If we take into account

that the de�nition of aggregate productivity growth is the sum of each of the micro-

aggregated components, then our choice might be �Model 3�or �Model 4�, both of

which re�ect positive coe¢ cients on the micro-aggregated components.28

We invoke visual inspection to get around the problem of model selection. Fig-

ures 3-2, 3-3, 3-4, and 3-5 plot the state variables in equations (3.11)-(3.12). Figures

3-2 and 3-3 show trend TFP and the productivity gap derived from our Kalman

Filter framework, while �gures 3-4 and 3-5 plot estimates from 1976 to 1995 and

forecasts for the years 1996 to 1998. In addition, the upper panel of table 3.5 con-

tains averages of the published series for manufacturing and averages of the trend

28It is not a given that we should expect, ex ante, that the coe¢ cients on the microcomponents
should be positive. The microcomponent decomposisition relates the change in aggregate produc-
tivity to the sum of the changes in each of the microcomponents. In our Kalman Filter framework,
we related the trend growth in TFP to a smoothed growth rate in each of the microcomponents.
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growth rates based on the Kalman �lter framework with and without the inclusion

of the microcomponents. Averages are taken over growth rates for the entire period

of data in our sample and are also taken over various subperiods.29

We start with trend TFP estimates in �gures 3-2 and 3-3.30 For each productiv-

ity trend, one observation stands out immediately: all models signal a temporary

pickup in productivity growth in the early 1980s, with a peak at around 33
4
per-

cent. This spike is consistent with the productivity gains seen at the close of the

1981 recession, where the manufacturing sector saw an output spike of 12 percent

in 1983. Similarly, Roberts (2001) found that trend-TFP-growth peaked slightly

below 2 percent for the private non-farm business sector (�gures (4) and (8) in

his paper). Since we estimate trend growth rates using data on the manufacturing

sector only, we deem that our results are in line with his �ndings.

�Model 1� (�gure 3-2) yields negative trend growth rates in 1979-1981, which

does not seem plausible, but is consistent with the dramatic deceleration in manu-

facturing productivity in the early 1980s. Out of the �ve models, model 1 estimates

the most dramatic productivity slowdown at the end of the 1980s, with trend growth

slipping to 1
3
percent before moving back up.

Adding micro-aggregated components changes the level and the contour of the

productivity trend estimates. Figure 3-3 shows that models 3, 4 and 5 yield an

upward sloping trend in the mid-1990s and estimate at about 31
2
percent TFP-

growth at the end of the sample.31 The acceleration is less clearly captured by

Model 2 where we see a growth rate about 21
2
percent at the in the 1992-1998

period. The dynamics of the estimated productivity-gap are similar across the

models (not shown). All estimated gaps move in sync with NBER-recessions at the

beginning of the 1980s and 1990s.32

29The subperiods determined by NBER recession dates. In addition the interval starting with
1989 was chosen based on the substantial productivity slowdown in that year.
30These estimates are based on a sample from 1974 to 1998.
31Average growth post the 1991-1992 recession.
32The NBER de�nes the following dates for peaks: quarter 1 in 1980, quarter 3 in 1981 and
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Table 3.5: Multifactor Productivity Growth Summary (average percentage point
changes) : 1976-1998.

Manufacturing
Published series Model 1 Model 2 Model 3 Model 4 Model 5

1976-1998 1.3 1.6 1.7 2.5 2.8 2.7
1976-1981 0.7 0.1 0.1 1.3 2.0 1.8
1982-1988 2.2 2.3 2.4 2.8 3.1 2.7
1989-1991 -1.0 0.9 1.6 1.9 1.9 2.3
1992-1998 1.9 2.5 2.5 3.6 3.7 3.6
Forecast
1996-1998 0.5 0.2 2.2 2.9 0.8

NonFarm Business
Published series Model 1 Model 2 Model 3 Model 4 Model 5

1976-1998 0.7 0.5 0.4 1.0 1.0 0.9
1976-1981 0.6 0.5 -0.4 0.6 1.0 0.6
1982-1988 0.8 0.5 0.5 0.8 0.8 1.1
1989-1991 -0.1 0.5 0.7 0.8 0.4 0.4
1992-1998 1.0 0.6 0.7 1.6 1.3 1.1
Forecast
1996-1998 2.7 2.2 4.6 4.9 4.6

Note: All growth rates are trend growth rates except for the published series calculations.

We now move to our forecasts of trend-TFP in the manufacturing sector.33

Figure 3-4 shows that when micro-aggregated components are not used, the forecast

of trend TFP growth remains �at and slightly above 2 percent. This result directly

follows from the autoregressive nature of the general linear model. The forecasts

are di¤erent when micro-aggregated components enter our Kalman �lter framework.

Figure 3-5 and table 3.5 show that models 3, 4 and 5 all result in a 1 percentage

point upward shift in trend-growth into the range between 4-5 percent, whereas

Model 2 yields a �at forecast slightly above 2 percent.34

To sum up, three of our four models using micro-aggregate components detect

quarter 3 in 1990. The trough dates are: quarter 3 in 1980, quarter 4 in 1982 and quarter 1 in
1991.
33Forecasts are based on a sample from 1974 to 1995.
34This is due to estimated coe¢ cients in the B matrix. Coe¢ cients of the components are

negative for baseline shares (�Model 2�). They are positive, as expected, for observed shares
(�Model 3�). The correlations among the components revealed that the within and net entry
components are closely correlated between observed and input shares but the between terms are
not. The between term with input shares dips in 1981 whereas the between with observed shares
peaks in 1982. This suggests there may be measurement error at the beginning of our sample,
which is to be explored in future research.
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the temporary pickup in trend productivity growth in the mid-1980s and the accel-

eration starting in the mid-1990s. In terms of forecasting, the same three models

that use micro-aggregated components signal further growth in trend for 1996 to

1998, which is valuable information relative to the model without microcomponents.

Moreover, the 90 percent con�dence bands indicate that the acceleration in trend

productivity is signi�cantly di¤erent from zero for both trend estimates and the

productivity forecasts for models 3, 4, and 5.

Private Nonfarm Business sector

Table 3.6 summarizes estimation results for the Private Nonfarm Business sector.

Similarly to the previous section, the column labeled �Model 1�shows results we

obtained without using micro-aggregated components in the estimation. The other

columns corresponds to speci�cations where we used micro-aggregated components

generated using �rm-level data on manufacturing. In this case, though, we are

using the manufacturing micro-aggregated components to inform our estimates and

forecast of total nonfarm business multifactor productivity.

The maximized log-likelihood is the largest with micro-aggregated components

using input shares (�Model 2�) and the smallest with micro-aggregated components

using �tted value added shares (�Model 4�). Row 3 shows that, relative to man-

ufacturing, it takes longer to achieve convergence.35 The estimate of � falls in

the interval [�0:04;�0:48]. The estimated e¤ect of hours-gap on the productiv-

ity gap varies between �0:02 and �0:28 (rows labelled "b" and "b4") depending

on whether or not micro-aggregated components are used in the estimation. The

signs of the coe¢ cients on the micro-aggregated components depend on how micro-

35The initial conditions had moderate e¤ect on parameter estimates and likelihoods. Using
(1; :5; 0;�:5; 1) as initial conditions for � and b in �Model 1� yielded likelihoods in the interval
[�38:65;�38:03] and b� 2 [�:48;�:36] and bb = (�:05;�:02). Similar initial values for � and
matrix B yielded `` 2 [�46:53;�37:33] in �Model 2�, `` 2 [�41:06;�39:88] in �Model 3�, `` 2
[�47:18;�43:44] in �Model 4�, `` 2 [�48:09;�40:63] in �Model 5�.
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aggregated components are generated. For instance, using weighted input shares

(�Model 2�) yields negative signs for the between and net entry component. When we

use observed value-added or �tted value-added shares to generate micro-aggregated

components (�Model 3�and �Model 4�), the signs are positive.

Table 3.6: Estimation results Private Nonfarm Business sector, di¤erences
�Model 1� �Model 2� �Model 3� �Model 4� �Model 5�

Intial log-likelihood -85.96 -293.09 -234.58 -187.8 -106.0
Maximized log-likelihood -38.03 -37.33 -39.88 -43.44 -40.63

Number of iterations 29 14 25 4 3
� -0.477 -0.41 -0.24 -0.04 -0.42
b -0.023 . . . .
b1 . 0.004 0.09 0.06 -0.20
b2 . -0.18 0.37 -0.25 1.13
b3 . -0.13 0.30 0.25 0.46
b4 . -0.04 -0.04 -0.28 -0.22

�Model 1�: without microcomponents; �Model 2�: input share-weighted microcomponents; �Model 3�: value-added
share-weighted microcomponents; �Model 4�: microcomponents using �tted value-added shares; �Model 5�:
microcomponents using �tted input shares and productivity changes. Fitted values were derived as in Chapter 1.
Parameter constraints in each model are implied by the model in equations (3.11) and (3.12): A12=A21=0,
B14=B21=B22=B23=0, C=(1 1).

Regarding model selection, the same issues emerge as in the previous section, as

we rely on visual inspection of �gures 3-6-3-9 and the average growth rates found

in the lower panel of table 3.5 to judge the value of the microcomponents in our

Kalman �lter framework. Overall, the results are similar to those reported in the

manufacturing forecasting exercises.36

First, note that the trend growth in nonfarm business total factor productivity

is roughly �at in the model without microcomponents (�gure 3-8 and table 3.5).37

Moreover, given the 90 percent con�dence bands, the no-microcomponents frame-

work is only signi�cantly di¤erent from zero in the mid 1970s. Comparing the

average growth rates from 1976 to 1998 in table 3.5, the growth rate of trend in

models 3,4, and 5 are roughly 1
2
percentage point higher than in models 1 and 2.

In terms of detecting the productivity pickup in the 1990s, models 3 and 4 exhibit

36Also, the estimated dynamics of the productivity-gap do not contradict stylized facts. However,
their support is weaker than in Manufacturing.
37Forecasts are based on a sample from 1974 to 1995.
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a acceleration in trend growth, while trend growth in model 5 is signi�cantly above

zero, albeit at more or less at a constant growth rate. This can be seen in table

3.5, where trend productivity growth is roughly 1 percentage point higher in the

1992-1998 time period in models 3,4, and 5, as opposed to our no-microcomponents

framework. That said, growth decelerates somewhat after 1992 in model 5.

Moving to our forecast, �gures 3-8 and 3-9, display the trend estimates and the

forecasts for the years 1995 through 1998. Again, relative to the no-microcomponent

framework, the addition of the microcomponents signals an acceleration in produc-

tivity growth moving forward in models 3 and 4 as opposed to the �at and indistin-

guishable from zero forecast in the no-microcomponent framework. It is important

to note that the signal extracted from the microcomponent forecasting framework

is even more striking given that we are using annual data through 1995 in these

exercises.

Taken altogether, the addition of the microcomponents adds valuable informa-

tion to the estimation and forecast of trend multifactor productivity in the non-farm

business sector. This point is particularly noteworthy given that we are employing

data at an annual frequency over a relatively short time frame. That said, the

growth rates in trend TFP for the nonfarm business sector are higher than those

found in Roberts (2001). More fundamentally, though, the parsimonious nature of

our application e¤ectively captures the upswing in trend multifactor productivity

growth in the late 1990s.

3.6 Conclusions and extensions

This chapter extends the �ndings of Chapter 2 to estimate and forecast trend total

factor productivity growth in the U.S. We �nd the addition of micro-aggregated

components, i.e., microcomponents, improves the measurement and forecasting of

manufacturing and nonfarm business total factor productivity. Further, we are able
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to extend models used to forecast structural productivity movements to incorporate

the information from the plant-level data from the Census of Manufacturers and

Annual Survey of Manufactures. Despite the fact that the plant-level dataset only

covers the manufacturing sector, our results in forecasting TFP for the nonfarm

private business is encouraging.

We �rst forecast productivity in the manufacturing sector using univariate and

multivariate exercises and �nd that they addition of microcomponents measurably

improves forecasts in three year forecast windows. We then build a state-space

framework to estimate structural TFP and forecast trend TFP for the years 1996

to 1998. While our results appear stronger for manufacturing than for the pri-

vate nonfarm business sector, both forecasting exercises capture the productivity

acceleration in the second half of the 1990s.

The time-span of our plant-level sample is 25 years, which is su¢ cient to identify

the elasticities of input factors used to calculate total factor productivity. On the

other hand, the �ltering and smoothing algorithms we use are usually applied to ei-

ther longer timeseries or data at higher frequencies. In addition, the time-horizon of

the micro-data limits the timeseries variation we can exploit using aggregate data.

This, in turn, may make it di¢ cult to accurately extract longer trends at the yearly

frequency. To be sure, it is remarkable that our models capture the stylized facts

of trend productivity growth relatively well. There are multiple avenues for further

research, such as using quarterly series with interpolated microcomponents or by

attempting to use the LBD to extract microcomponents for the entire economy, or

at least several non-manufacturing sectors. In addition, while we have primarily

focused on the estimation and forecasting of trend TFP growth, the use of micro-

components should also provide useful information when extending our approach

to a full potential output Kalman �lter framework.
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Figure 3-2: Model 1, without microcomponents, in di¤erences. Dashed lines denote con�dence
bands with 90% inclusion probability. Trend TFP growth is labeled "gamma", the productivity

gap is labeled "pigap".
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Figure 3-3: Models 2-5, in di¤erences. Dashed lines denote con�dence bands with 90% inclusion
probability.
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Figure 3-4: Model 1, without microcomponents, in di¤erences, with forecast period 1996-1998.
Dashed lines denote con�dence bands with 90% inclusion probability. Trend TFP growth is labeled

"gamma", the productivity gap is labeled "pigap".
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Figure 3-5: Models 2-5, in di¤erences, forecast period 1996-1998. Dashed lines denote con�dence
bands with 90% inclusion probability.
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Figure 3-6: Model 1, without microcomponents, in di¤erences. Dashed lines denote con�dence
bands with 90% inclusion probability. Trend TFP growth is labeled "gamma", the productivity

gap is labeled "pigap".
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Figure 3-7: Models 2-5, in di¤erences. Dashed lines denote con�dence bands with 90% inclusion
probability.
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Figure 3-8: Model 1, without microcomponents, in di¤erences, forecast period 1996-1998.

Dashed lines denote con�dence bands with 90% inclusion probability. Trend TFP growth is

labeled "gamma", the productivity gap is labeled "pigap".
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Figure 3-9: Models 2-5, in di¤erences, forecast period 1996-1998. Dashed lines denote con�dence
bands with 90% inclusion probability.
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3.A Appendix A: EM - The general case

We describe the basic equations of the Expectation Maximization algorithm we use

estimating the system matrices of the Kalman �lter. The equations for the baseline

case without control signal can be found in Ghahramani and Hinton (1996).

3.A.1 Model

Our Gaussian model is

xt+1 = A � xt +B � ut + wt;

yt = C � xt + vt;

x(0) � N(init_x; init_V )

v � N(0; R); w � N(0; Q);

with xt 2 Rk, yt 2 Rp, A 2 Rk�k, B 2 Rk�s and C 2 Rp�k.

3.A.2 Complete Data Likelihood

The density of an observation conditional on the state is

P (ytjxt) = exp
�
�1
2
[yt � Cxt]0R�1 [yt � Cxt]

�
(2�)�p=2 jRj�1=2; (3.19)

and the density P (xtjxt�1) of the state xt conditional on its previous value xt�1 is

exp

�
�1
2
[xt � Axt�1 �But�1]0Q�1 [xt � Axt�1 �But�1]

�
(2�)�k=2 jQj�1=2:

(3.20)

The joint density of the state and the observation vectors is given by

P (fxg ; fyg) = P (x1)
TY
t=2

P (xtjxt�1)
TY
t=1

P (ytjxt): (3.21)
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Taking logs and assuming P (x1), the initial density for x1, is Gaussian, and de-

noting its value with some constant, after some manipulation, we can write the

log-likelihood logP (fxg ; fyg) as

const

�
TX
t=2

1

2
[xt � Axt�1 �But�1]0Q�1 [xt � Axt�1 �But�1]�

T � 1
2

log jQj

�
TX
t=1

1

2
[yt � Cxt]0R�1 [yt � Cxt]�

T

2
log jRj

�T (k + p)� k
2

log 2�: (3.22)

The �rst and last lines in (3.22) are di¤erent from Ghahramani and Hinton (1996).

The �rst line includes Bu, the last line has the �k term, which is due to our

notation: had we written out the density of x1, we would have another (2�)
�k=2

term in the likelihood and another k log 2� term in the log-likelihood so the �nal

term above would just be � log 2� T (k+p)
2

as in Ghahramani and Hinton (1996).

3.A.3 The M-step

Matrix C

Denote E [xtjy] = x̂t, E [xtx0tjy] = Pt, and E
�
xtx

0
t�1jy

�
= x̂tx̂

0
t�1 = Pt;t�1, implying

Pt = E (xtx
0
tjy)

= var(xtjy)+E [xtjy]E [x0tjy]

P xt + x̂tx̂
0
t;

where P xt is the smoothed state variance and x̂t is the smoothed state estimate
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in time t. Di¤erentiating (3.22) wrt. C gives

�
TX
t=1

2R�1ytx̂
0
t +

TX
t=1

2R�1CPt

= �
TX
t=1

2R�1ytx̂
0
t +

TX
t=1

2R�1CPt;

which should be equal to zero at the optimal C, implying

C� =

 
TX
t=1

ytx̂
0
t

! 
TX
t=1

Pt

!�1
: (3.23)

Matrix A

Di¤erentiate (3.22) wrt. A:

�
TX
t=2

2Q�1Pt;t�1 +
TX
t=2

2Q�1APt�1 +

TX
t=2

2Q�1But�1x̂
0
t�1 = 0;

which can be rearranged

A

 
TX
t=2

Pt�1

!
=

TX
t=2

Pt;t�1 �
TX
t=2

But�1x̂
0
t�1

A� =

"
TX
t=2

Pt;t�1 �B
TX
t=2

P uxt�1

# 
TX
t=2

Pt�1

!�1
: (3.24)
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In addition to the Pt; Pt;t�1; and Pt�1;t terms, we need to calculate other covariance

terms. Note that

P xut;t�1 = x̂tu
0
t�1 = (ut�1x̂

0
t)
0
=
�
P uxt�1;t

�0
P xut�1 = x̂t�1u

0
t�1 =

�
ut�1x̂

0
t�1
�0
=
�
P uxt�1

�0
P ut�1 = ut�1u

0
t�1 =

�
ut�1u

0
t�1
�0
=
�
P ut�1

�0
TX
t=2

P xut;t�1 =
TX
t=2

�
P uxt�1;t

�0
TX
t=2

P xut�1 =
TX
t=2

�
P uxt�1

�0
: (3.25)

Denote the above sums by boldfaced capitals and use the symmetry property

Pxut;t�1 =
TX
t=2

P xut;t�1 =
TX
t=2

�
P uxt�1;t

�0
=
�
Puxt�1;t

�0
Pxut�1 =

TX
t=2

P xut�1 =
TX
t=2

�
P uxt�1

�0
=
�
Puxt�1

�0
Put�1 =

TX
t=2

P ut�1 =
�
Put�1

�0
Pt =

TX
t=2

Pt

Pt;t�1 =

TX
t=2

Pt;t�1 (3.26)

where we used results from equation (3.25). Using this notation, A� can be written

as

A� =
�
Pt;t�1 �BPuxt�1

�
(Pt�1)

�1 (3.27)
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Matrix B

Di¤erentiate equation (3.22) wrt. B:

0 = �2Q�1
 

TX
t=2

x̂tu
0
t�1

!
+ 2Q�1A

 
TX
t=2

x̂t�1u
0
t�1

!

+2Q�1B

 
TX
t=2

ut�1u
0
t�1

!
;

implying

0 = �Pxut;t�1 + APxut�1 +BPut�1

B� =
�
Pxut;t�1 � APxut�1

� �
Put�1

��1
: (3.28)

Reduced forms of matrices A and B

Equations (3.27) and (3.28) can be combined to express A as a function of the

variance and covariance terms only. Use from equation (3.26) that Pxut�1 =
�
Puxt�1

�0
to write A as

A�r =
h
Pt;t�1 �Pxut;t�1

�
Put�1

��1 �
Pxut�1

�0i �h
Pt�1 �Pxut�1

�
Put�1

��1 �
Pxut�1

�0i�1
(3.29)

and

B�r =
�
Pxut;t�1 � A�rPxut�1

� �
Put�1

��1
: (3.30)

Equations (3.29) and (3.30) give the two matrices that determine the dynamics of

the state. The variables needed to compute them are

Pt;t�1;P
xu
t;t�1;P

xu
t�1; (Pt�1)

�1 ;
�
Put�1

��1
: (3.31)
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Observation covariance matrix R

Di¤erentiate equation (3.22) wrt. R�1:

�
TX
t=1

�
1

2
yty

0
t � Cx̂ty0t +

1

2
Cx̂tx̂

0
tC

0
�
+
T

2
R = 0

T

2
R�

TX
t=1

�
1

2
yty

0
t � Cx̂ty0t +

1

2
CPtC

0
�

= 0;

which implies

R� =
1

T

TX
t=1

(yty
0
t � 2Cx̂ty0t + CPtC 0) ; (3.32)

where we used that

x0tC
0R�1yt = x

0
tC

0 �R�1�0 yt;
because R�1 is symmetric. Note that computing the partial derivatives of both

sides wrt. R�1, we get that

Cxty
0
t = y

0
txtC

0: (3.33)

100



3.A. Appendix A: EM - The general case
Then, using (3.23)

TX
t=1

CPtC
0 = CPtC

0

=

 
TX
t=1

ytx̂
0
t

!
(Pt)

�1Pt (Pt)
�10

 
TX
t=1

ytx̂
0
t

!0

=

 
TX
t=1

ytx̂
0
t

!
(Pt)

�10

 
TX
t=1

(ytx̂
0
t)
0

!

=

 
TX
t=1

ytx̂
0
t

!
(Pt)

�10

 
TX
t=1

(x̂ty
0
t)

!

=

 
TX
t=1

ytx̂
0
t

!
C 0

=
TX
t=1

ytx̂
0
tC

0:

Using the result in (3.33), we have that
PT

t=1 ytx̂
0
tC

0 =
PT

t=1Cx̂ty
0
t, so the second

and third terms in (3.32) are

�2C
TX
t=1

x̂ty
0
t +

TX
t=1

CPtC
0 = �2C

 
TX
t=1

x̂ty
0
t

!
+ C

 
TX
t=1

x̂ty
0
t

!

= C

 
TX
t=1

x̂ty
0
t

!
;

implying that R� is given by

R� =
1

T

TX
t=1

(yty
0
t � C�x̂ty0t) : (3.34)
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Sate error covariance matrix Q

Compute the partial derivative of equation (3.22) wrt. Q

�T � 1
2

Q� 1
2

TX
t=2

f�Pt + 2Pt�1;t � APt�1A0

+2BP uxt�1;t � 2BP uxt�1A0 �But�1u0t�1B0g;

where we used that the partial derivative of x0t�1A
0Q�1xt = x

0
t�1A

0Q�10xt wrt. Q�1

is Axt�1x0t = xtx
0
t�1A

0, and that after taking expectations

APt�1;t = Pt;t�1A
0 (3.35)

But�1x̂
0
t = x̂tu

0
t�1B

0

But�1x̂
0
t�1A

0 = Ax̂t�1u
0
t�1B

0:

Rearrange the partial di¤erential

0 =
T � 1
2

Q� 1
2

TX
t=2

fPt � APt�1;t � Pt;t�1A0 + APt�1A0

�BP uxt�1;t � P xut;t�1B0 +BP uxt�1A0 + AP xut�1B0 +BP ut�1B0g

=
T � 1
2

Q� 1
2

TX
t=2

fPt � APt�1;t � Pt;t�1A0 + APt�1A0g

+
1

2

TX
t=2

fBP uxt�1;t + P xut;t�1B0 �BP uxt�1A0 � AP xut�1B0 �BP ut�1B0g; (3.36)
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and use equation (3.29) to substitute out A. Rewrite terms in equation (3.36) as

�
TX
t=2

Pt;t�1A
0 +

TX
t=2

APt�1A
0

= �
 

TX
t=2

Pt;t�1

!
(Pt�1)

�10 �P0t;t�1 �Pux0t�1B
0�

+
�
Pt;t�1 �BPuxt�1

�
(Pt�1)

�1

 
TX
t=2

Pt�1

!
(Pt�1)

�10 �P0t;t�1 �Pux0t�1B
0�

= �Pt;t�1 (Pt�1)�10
�
P0t;t�1 �Pux0t�1B

0�
+
�
Pt;t�1 �BPuxt�1

�
(Pt�1)

�1Pt�1 (Pt�1)
�10 �P0t;t�1 �Pux0t�1B

0�
= �Pt;t�1 (Pt�1)�10P0t;t�1 +Pt;t�1 (Pt�1)

�10Pux0t�1B
0

+Pt;t�1 (Pt�1)
�1Pt�1 (Pt�1)

�10P0t;t�1 �Pt;t�1 (Pt�1)
�1Pt�1 (Pt�1)

�10Pux0t�1B
0

�BPuxt�1 (Pt�1)
�1Pt�1 (Pt�1)

�10P0t;t�1 +BP
ux
t�1 (Pt�1)

�1Pt�1 (Pt�1)
�10Pux0t�1B

0

= �Pt;t�1 (Pt�1)�10P0t;t�1 +Pt;t�1 (Pt�1)
�10Pux0t�1B

0

+Pt;t�1 (Pt�1)
�10P0t;t�1 �Pt;t�1 (Pt�1)

�10Pux0t�1B
0

�BPuxt�1 (Pt�1)
�10P0t;t�1 +BP

ux
t�1 (Pt�1)

�10Pux0t�1B
0

= �BPuxt�1 (Pt�1)
�10P0t;t�1 +BP

ux
t�1 (Pt�1)

�10Pux0t�1B
0:

Using the last line above, we have that equation (3.36) is

T � 1
2

Q (3.37)

�1
2
Pt +

1

2
APt�1;t +

1

2
BPuxt�1 (Pt�1)

�10P0t;t�1 �
1

2
BPuxt�1 (Pt�1)

�10Pux0t�1B
0

+
1

2

TX
t=2

fBP uxt�1;t + P xut;t�1B0 �BP uxt�1A0 � AP xut�1B0 �BP ut�1B0g:
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Simplify, collect terms and rearrange to get the estimating equation for Q:

Q� =
1

T � 1fPt � A
�
Pt�1;t �Pxut�1B0

�
�2BPuxt�1;t +BPut�1B0g: (3.38)

Summary of the M-step

We have the following results:

C� =

 
TX
t=1

ytx̂
0
t

! 
TX
t=1

Pt

!�1
=

 
TX
t=1

ytx̂
0
t

!
(Pt)

�1 : (3.39)

R� =
1

T

TX
t=1

(yty
0
t � C�x̂ty0t) (3.40)

A� =

"
TX
t=2

Pt;t�1 �B
TX
t=2

ut�1x̂
0
t�1

# 
TX
t=2

Pt�1

!�1
=h

Pt;t�1 �Pxut;t�1
�
Put�1

��1 �
Pxut�1

�0i �h
Pt�1 �Pxut�1

�
Put�1

��1 �
Pxut�1

�0i�1
(3.41)

B� =
�
Pxut;t�1 � A�Pxut�1

� �
Put�1

��1
(3.42)

Q� =
1

T � 1fPt � A
� �Pt�1;t �Pxut�1B�0�� 2B�Puxt�1;t +B�Put�1B�0g; (3.43)
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where the P terms are de�ned below38:

Pt =

TX
t=2

Pt =
TX
t=2

(P xt + x̂tx̂
0
t)

Pt;t�1 =
TX
t=2

Pt;t�1 =

TX
t=2

�
P xt;t�1 + x̂tx̂

0
t�1
�

Pt�1 =

TX
t=2

Pt�1 =

TX
t=2

�
P xt�1 + x̂t�1x̂

0
t�1
�

Pxut;t�1 =

TX
t=2

P xut;t�1 =
TX
t=2

x̂tu
0
t�1 (3.44)

Pxut�1 =
TX
t=2

P xut�1 =
TX
t=2

x̂t�1u
0
t�1

Put�1 =
TX
t=2

P ut�1 =
TX
t=2

ut�1u
0
t�1;

where P xt;t�1 denotes the smoothed estimate of the covariance between xt and xt�1

and P xut;t�1 denotes the smoothed estimate of the covariance between xt�1 and ut�1.

Ghahramani and Hinton (1996) derive the analytical results for the case without

control signal. The estimating equations for C and R are the same for the case with

control signal. For A and Q, the deviations from the no-control case are due to the

terms featuring B and shown in equations (3.41) and (3.43). We need to compute

Pt;t�1;P
xu
t;t�1;P

xu
t�1; (Pt�1)

�1 ;
�
Put�1

��1
in (3.44) in order to calculate A, B and then

38The summation of Pt terms runs
PT

t=1 in the equation for C. The other P terms are summed
as
PT

t=2. See also the Estep for explanation (gamma vs gamma1).
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use A and B to calculate the Q covariance matrix.39 The M-step in iteration i looks

like this:

1. Compute Ci and Ri (equations (3.39), (3.40))

2. Compute Ai and Bi (equations (3.41),(3.42))

3. Compute Qi (equation (3.43))

4. Run the Kalman �lter and smoother using the new �i = (Ai; Bi; Ci; Qi; Ri)

and use equations in (3.44) to compute the new P-terms.

5. Go to step 1 or exit if convergence is achieved.

3.A.4 The E-step

The E-step, it involves calculating the expected value of the complete data likeli-

hood40. It amounts to running the Kalman �lter and smoother and computing the

P-terms, which are used in the estimating equations of the M-step.

39Note that, as for the other covariance terms, we have that

Pt;t�1 =
TX
t=2

Pt;t�1 =
TX
t=2

�
P xt;t�1 + x̂tx̂

0
t�1
�

=
TX
t=2

�
P x0t�1;t + (x̂t�1x̂

0
t)
0
�

=
TX
t=2

P 0t�1;t = P
0
t�1;t

40The joint density of y and x, conditional on the parameter vector (A;B;C;Q;R).
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To understand the code, note that

alpha =
TX
t=1

yty
0
t

beta =

TX
t=2

Pt;t�1 = Pt;t�1

gamma =
TX
t=1

Pt =
TX
t=1

(P xt + x̂tx̂
0
t) = Pt

gamma1 =
TX
t=2

Pt�1 =
T�1X
s=1

Ps =
T�1X
s=1

(P xs + x̂sx̂
0
s)

= gamma� (P xT + x̂T x̂0T ) = Pt�1

gamma2 =
TX
t=2

Pt = gamma� (P x1 + x̂1x̂01)

delta =
TX
t=1

ytx̂
0
t:

zeta =
TX
t=1

P ut =
TX
t=1

utu
0
t

zeta1 =
TX
t=2

P ut�1 =
T�1X
s=1

usu
0
s = zeta� uTu0T = Put�1

eta =
TX
t=1

P xut =
TX
t=1

x̂tu
0
t

eta1 =

TX
t=2

P xut�1 =

T�1X
s=1

x̂su
0
s = eta� x̂Tu0T = Pxut�1

theta =

TX
t=2

P xut;t�1 =

TX
t=1

x̂tu
0
t�1 = P

xu
t;t�1
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3.B Appendix B: Matlab scripts to estimate un-

observed components

We built our routines using a Matlab toolbox that supports �ltering, smoothing and

parameter estimation (using EM) for linear dynamic systems. The toolbox can be

downloaded from: http://www.cs.ubc.ca/~murphyk/Software/Kalman/kalman.html.

After unzipping the downloaded �le, the whole toolbox can be found under directory

KalmanAll. The following glossary describes the content of the most important

scripts.

3.B.1 Basic KF-scripts

kalman_update.m

A single forward �ltering recursion. See script for detailed notation. The state-

space model is identical to what is written in Welch-Bishop (2006). The code

accommodates the control signal u, optionally. x is the last value of the latent state,

y is the observation. First the priors are calculated into xpred = A � x + B � u,

and the conditional state variance (prediction error variance) is calculated into

V pred = A � V � A + Q. The updates are carried out as usual: �rst observation

error (e), then its variance (S), the Kalman gain (K), and the updates for the mean

and the variance, based on the regression lemmas. It also computes the likelihood-

contribution of each observation.

smooth_update.m

A single backwards smoothing recursion using the smoothing gain matrix J . After

the smoother has converged, the resulting estimate of the state vector has been

conditioned on the entire sample.
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kalman_�lter.m

This script feeds the data points into kalman_update.m. It accommodates the

control signal u as optional argument. Controls for initial values, then, depending

on whether the state space model includes the control signal, calls kalman_update.m

in a loop that goes through the time-dimension.

kalman_smoother.m

Calls kalman_�lter.m carrying out the forward recursion. Its �endpoint � is the

starting point for the smoothing recursions. The �rst smoothed element is the last

�ltered element. The second smoothed element is carried out conditional on the

last �ltered element according to smooth_update.m.

learn_kalman.m

We extended the code to include the control signal in parameter estimation. Func-

tion Estep deploys the smoother to get state estimates conditional on the entire

sample, and calculates various quantities, which are necessary for theM -step. These

quantities follow from analytical expressions and are described in the �rst reference

given in the header of the code. As an illustration: delta is given by

X
t

ytx̂
0
t;

gamma is given by the sum of the smoothed variance estimates

X
t

Pt:

delta and gamma are used calculating the argmax wrt. C. beta calculates the sum

of the smoothed �rst autocovariance of the state which is used to calculate the new

argmax wrt. A.
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When the argmax wrt. C and the other parameters are computed, the procedure

is repeated: Estep is called again with the new parameter values as arguments. The

loop continues until the log-likelihood is converged. The output of the function is

the set of parameters A;C;Q and R.

3.B.2 Our Kalman Filter scripts

We modi�ed the following scripts.41

� learn_kalman:m

� kalman_update:m

� kalman_filter:m

The modi�cations were necessary for two reasons. First, learn_kalman.m does

not accommodate the control signal, so several lines had to be added. Second, we use

kalman_�lter.m also for forecasting and had to be customized (along with kalman_-

update.m). All three additional scripts should be saved in the same directory as

their original counterparts. The following describes the changes we made in the

code.

learn_kalman_control.m

Section M-step of the code shows the new matrix equations42 and section E-step

computes the aggregates43. The aggregates are the P-terms in the technical note.

The new aggregates are calculated in a separate function at the bottom of script.

Note that the summation in lines 118-127 (and learn_kalman.m) are not time-

aggregates. They are likelihood contributions if the observation vector y is multi-

dimensional. In our case, the loop in lines 113-132 under section E-step has only 1

41The modi�ed scripts are available upon request.
42Equations (24)-(28) in the technical note.
43Equations under (29) and at the very end of the note.
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iteration because y contains only 1 observation vector. Time-aggregation is carried

out within the Estep function that is called in section E-step.

Function Estep is de�ned at the end of the script. Estep shows the P-terms.

Delta, gamma, gamma1, gamma2 and beta are are identical to those in learn_-

kalman.m. zeta, zeta1, eta, eta1 and theta are the additional P-terms implied by

the control signal. See the note for more details and the very end of it for the

de�nitions.

I de�ned restrict_pars:m function to handle parameter restrictions. It is an

optional input argument of the function and is denoted constr_fun. It shows up

twice. First, we need to convert it to an inline function (Matlab-speci�c stu¤), in

order for the compiler to be able to evaluate it. The inline-conversion is carried out

in lines 88-90. It is then evaluated using the feval function in lines 161-164.

restrict_pars.m and restrict_pars_nocontrol

It forces constraints on parameters. See the previous paragraph about how it works.

kalman_�lter_fcast.m

Lines 79, 83 and 93 are di¤erent from the original kalman_�lter.m. The di¤erence

is that the Kalman-update is done by kalman_update_fcast.m.

kalman_update_fcast.m

The idea behind forecasting is that since there is no observation over the forecast

horizon, both the prediction error and the Kalman gain are zero. The script is set

up in a way that we do not have to manually set the prediction error vector to zero.

It is su¢ cient if the Kalman gain matrix is set to zero. This is done in line 76. The

script also adds the forecasted value of observation vector ŷT+1 = Cx̂T+1 to the

output arguments of the function. ŷT+1 is denoted yfc in the last line. Note that
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the x̂T+1 denotes the forecasted value of the state not the smoothed value. x̂T+1 is

calculated as a usual update with the Kalman-gain being zero.
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Chapter 4

Forecastability, Procyclicality and

the Granular Hypothesis

4.1 Introduction

This chapter explores a theoretical model with heterogenous �rms to shed light

on the relationship between �rm-level productivity, market share evolution and

aggregate productivity. In particular, we look into three questions.

First, we investigate if there is a theoretical setup where the productivity com-

ponents described in Chapters 2 and 3 can be seen to aid in forecasting aggregate

productivity growth. To be more speci�c, we investigate whether productivity com-

ponents capture �rst and second moment shocks to the �rm-level productivity.

Second, we try to relate the changes in the cyclical behavior of aggregate pro-

ductivity to changes in the structure of factor adjustment at the �rm level. This

question is motivated by the observation that the business cycle properties of ag-

gregate productivity in the U.S. changed in the past two decades. We try to show

that the changes in cyclical behavior may result from changes in �rms�adjustment

cost functions.

Finally, we ask whether the productivity and market share evolution of large
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�rms may explain aggregate productivity developments. If they can, then we can

make use of high-frequency data available with a small lag - such as the U.S. Census

Bureau�s survey on Manufacturers�Shipments, Inventories, and Orders1 - to forecast

aggregate productivity. We take a �rst pass on this question by exploring how the

cross section distribution of �rms evolves in the wake of a shock to �rm-speci�c

productivity.

Our tool is a recent model of �rm-level heterogeneity by Bloom (2009). Hetero-

geneity is captured by business conditions, which are an amalgam of quantity-based

productivity and demand conditions. This approach implies that the model remains

agnostic as to productivity shocks source from changes in technology-related shocks

that determine quantity-based productivity or demand-related shocks like prices or

preferences.

The productivity components described in Chapters 2 and 3 are generated using

data on revenue-based productivity, which also combine quantity-based productiv-

ity and price e¤ects.2 This is one reason why this model may be useful to test our

earlier conjectures about the behavior of productivity components over the business

cycle. The model also features a detailed adjustment cost function with �xed costs,

irreversibilities and quadratic terms for both capital and labor. The rich speci�-

cation paves the way for us to investigate the links between di¤erent cost variants

and aggregate productivity. The model is de�ned in partial equilibrium without

endogenous price movements. This feature of the model has some practical bearing

because it keeps the numerical solution procedure relatively simple.3

Understanding the model�s mechanisms is key to understanding its aggregate

1The survey collects information on manufacturing establishments with $500 million or more
in annual shipments in 89 industry categories. It is carried out on a monthly basis and provides
statistics on manufacturers�value of shipments, new orders, inventories and material use.

2The literature calls these productivity measures revenue-based productivity.
3Solving heterogenous �rm-level models in a general equilibrium framework may become com-

putationally challenging already with 3 � 4 state variables. Several studies pursued this line of
research, see Krusell and Smith (1998), Kahn and Thomas (2008) Bachmann et al. (2008).
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dynamics. Therefore, section 4.2 presents the model and its key results. Section

4.3 describes our analysis on the e¤ects of di¤erent adjustment cost-types on �rms�

policy functions. These e¤ects are crucial as they are the building blocks for any

micro-based explanation about the behavior of aggregate variables. Section 4.4

presents simulation results to illustrate our intuition about the empirical �ndings

in Chapters 2 and 3. Several studies investigated the cyclical properties of produc-

tivity, some also tried to explain the abovementioned change in cyclical behavior.

These are reviewed in section 4.5.1. Building on these studies, and using the model

above, the rest of section 4.5 investigates whether the observed changes in cyclical

adjustment can be related to changes in �rm-level factor adjustment. Finally, we in-

vestigate a recent hypothesis by Gabaix (2011) in section 4.6. The hypothesis states

that idiosyncratic shocks do not average out in the aggregate if the distribution of

�rm sizes is fat-tailed. Broadly speaking, it suggests that macroeconomic �uctua-

tions can be explained looking at the largest �rms. The validity of the hypothesis

has practical relevance because if �uctuations are explained by the movements of

large �rms, then the moments calculated using the right tail of the distribution may

be su¢ cient in forecasting aggregate productivity growth.

4.2 Bloom (2009)�s model

Bloom takes a standard model of �rm-level adjustment4 and extends it in two ways.

First, he models uncertainty as a stochastic process in order to be able to evalu-

ate the e¤ects of second moment shocks. Second, he jointly models convex and

non-convex adjustment costs for both labor and capital. Prices do not change en-

dogenously and output �uctuations are generated by changes in business conditions.

This approach implies that the model remains agnostic as to productivity shocks

4See Caballero and Engel (1993), Bertola and Caballero (1993), Cooper and Haltiwanger
(2006).
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source from supply or demand side variables. Labor supply is in�nitely elastic and

�rms can hire workers at the prevailing wage rate. In other words, demand de-

termines the amount of labor input. Firms investment decisions are also free of

resource constraints.

We choose this model because �xed prices and the implicit assumptions about

slack resources make it a useful tool to analyze the source of short-run �uctuations.

Furthermore, both �rm-level heterogeneity and the adjustment cost function are

characterized using a variety of parameters, which allows us to explore the links

between �rm-level and aggregate productivity developments.5

4.2.1 Equilibrium

Production technology is assumed to be Cobb-Douglas

F ( eA;K;L;H) = eAK� (LH)1��

in productivity ( eA), capital (K), labor (L), and hours (H). The �rm faces an

isoelastic demand curve with elasticity ("),

Q = BP�";

where B is a demand shifter. These can be combined into a revenue function

R( eA;B;K;L;H) = eA1�1="B1="
K�(1�1=")(LH)(1��)(1�1=");

5The code used for simulation can be downloaded from Nick Bloom�s homepage:
http://www.stanford.edu/~nbloom/index_�les/Page315.htm. I prepared detailed documentation
on the code, which is not included in the dissertation for brevity, but is available on request.
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which can be rewritten as

S(A;K;L;H) = A1�a�bKa(LH)b

with substitutions a � �(1 � 1=") and b � (1 � �)(1 � 1="), where A1�a�b �eA1�1="B1=". A combines the unit-level productivity and demand terms into one

index, called business conditions.

The previous de�nitions imply a relationship between of the revenue and pro-

duction function. K�s exponent � can be written as

a

a+ b
=

�(1� 1=")
�(1� 1=") + (1� �)(1� 1=")

=
�� 1

"

�� �
"
+ 1� 1

"
� �+ �

"

=
�"��
"
"�1
"

=
�("� 1)

"

"

"� 1 = �;

and LH�s exponent (1� �) similarly:

b

a+ b
= 1� �:

We used the substitution

A1�a�b = eA1�1="B1=":
It is easy to show that 1�a�b

a+b
= 1

"�1 . If B were constant, say 1, unit level physical

productivity eA could be expressed using business conditions A using the a and b
parameters: eA = �A1�a�b� 1

1� 1
" = A

1
"

"
"�1 = A

1
"�1 :

However, Bloom�s model is based on the implicit assumption that one only observes

A. In other words, physical productivity and revenue productivity cannot be sepa-
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rated in this model. We cannot identify whether the shift in business conditions is

due to demand conditions (shift in preferences) or to supply conditions (e¢ ciency

improvements).

4.2.2 Business conditions

Business conditions A are modelled as a multiplicative composite geometric of three

geometric random walks, a macro-level term (AMt ), �rm-level term (AFit), and unit-

level term (AUijt):

AMt = AMt�1(1 + �t�1W
M
t ); W

M
t � N(0; 1)

AFit = A
F
it�1(1 + �it + �t�1W

F
it ); W

F
it � N(0; 1) (4.1)

AUijt = A
U
ijt�1(1 + �t�1W

M
ijt); W

U
ijt � N(0; 1)

and the macro-, �rm-, and unit-level shocks, denoted by WM
t , W

F
it and W

U
ijt are

independent, identically distributed standard normal variables.6 This formulation

ensures that investment across units is correlated. The positive correlation comes

from the common �rm-level business conditions. The stochastic drift �it and volatil-

ity �2t are assumed to follow Markov chains:

�t 2 f�L; �Hg; Pr(�t+1 = �jj�t = �k) = ��kj;

�it 2 f�L; �Hg; Pr(�t+1 = �jj�t = �k) = �
�
kj:

6Bloom (2009) uses 4 �rms 250 units per �rm in his simulations. He �nds that increasing the
number of units per �rm do not materially change the impulse response of aggregate variables. A
nice feature of his formulation is that it is straightforward to rede�ne the level of hierarchy and
reintepret units as �rms and �rms as sectors.
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4.2.3 Adjustment costs

Adjustment costs include partial irreversibilities (CpK ; C
p
L), �xed (C

F
L ; C

F
K) and quadratic

(CQL ; C
Q
K) components:

C(A;K;L;H; I; E; pKt )

= 52w(40)CpL(E
+ + E�) + (I+ � (1� CpK)I�)

+ (CFL 1[E 6=0] + C
F
K1[I 6=0])S(A;K;L;H)

+ CQLL

�
E

L

�2
+ CQKK

�
I

K

�2
; (4.2)

where E+=� denotes gross hiring/�ring, I+=� denotes gross investment, w denotes

weekly wages. The term 52w(40) on the right hand side of the equality in (4.2)

re�ects the fact that labor partial irreversibility costs are denominated as a fraction

of annual wages. Capital irreversibilities are denominated as a fraction of the rela-

tive purchase price of capital. Fixed costs are denominated as a fraction of annual

sales.

New labor and capital take one period to enter production due to time-to-build.

There is labor attrition and capital depreciation proportionate to �L and �K at the

end of each period7.

4.2.4 Labor market

Labor supply is in�nitely elastic and �rms can hire workers at the prevailing wage

rate. Hours are a �exible factor of production. They depend on variables (A;K;L),

which are predetermined due to the time-to-build assumption. Hours are optimized

out prior to solving for optimal investment and hiring. The �rst order condition for

7This is why aggregate labor and capital actually decreases when hiring stops as a consequence
of increased uncertainty.
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hours is given by

@S

@H
= A1�a�bKaLbHb�1b:

Denoting normalized variables8 by small caps, we can rewrite this condition as

MRPH = a
1�a�blbhb�1b: (4.3)

The wage rate is a function of hours !(H) = !1(1 + !2H
), where !2 is an

arbitrary scaling parameter. It is set so that the wage bill equals unity at forty hours

a week. Hourly wages are minimized at the forty-hour working week. Parameter !1

is the hourly wage rate and is set to 0:8 for calibration purposes. Using the wage

function, the marginal cost of an additional hour is calculated as

MCH =
@!

@H
= !1!2H

�1: (4.4)

Equation (4.3) gives the marginal revenue product of hours, equation (4.4) gives

the marginal cost of hours. Combining the two gives an expression for the optimal

value of hours, h�:

a1�a�blbhb�1b = !1!2h
�1

a1�a�blbb
1

!1!2
= h�1h1�b

h� =

�
b

!1!2

� 1
�b �

a1�a�b
� 1
�b l

b
�b : (4.5)

8See section 4.2.5.
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4.2.5 The model�s solution

The model is too complex to be solved using analytical methods.9 Therefore, Bloom

uses numerical methods to �nd �rms�policy functions. In addition to calculating

the optimal value of hours, the solution procedure is further simpli�ed. We can

normalize byK because the revenue, cost and demand functions are all homogenous

of degree one in (A;K;L). Therefore, the dimension of the state space is reduced

by 1: instead of (A;K;L; �; �), the state space is given by (A
K
; L
K
; �; �).

Policy functions are calculated using value function iteration. The value function

is given by

V (At; Kt; Lt; �t; �t)

= max
It;Et;Ht

fS(At; Kt; Lt; Ht)� C(At; Kt; Lt; Ht; It; Et)� w (Ht)Lt

+
1

1 + r
E
�
V (At+1; Kt+1; Lt+1; �t+1; �t+1)

�
g

= max
It;Et;Ht

fS(At; Kt; Lt; Ht)� C(At; Kt; Lt; Ht; It; Et)� w (Ht)Lt

+
1

1 + r
E
�
V (At+1; Kt (1� �K) + It; Lt (1� �L) + Et; �t+1; �t+1)

�
g:

The second equality follows because normalizing by K implies

Kt

Kt

(1� �K) +
It
Kt

= (1� �K) + it:

Denote normalized variables with small caps and optimal values of variables by an

9However, Bloom notes that analytical methods suggest a unique solution to the unit�s opti-
mization problem exists. The solution is continuous and strictly increasing in (A;K;L) with an
almost everywhere unique policy function. See section 3.5 and footnote 24 in Bloom (2009) for
further details.
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asterisk. With this notation, the normalized value function10 is given by

Q(at; lt; �t; �t) = V (at; 1; lt; �t; �t)

max
it;et

fS� (at; lt)� C�(at; lt; it; ltet; �t; �t)

+
1� �K + it
1 + r

E
�
Q
�
at+1; lt+1; �t+1; �t+1

��
g: (4.6)

The solution is obtained by iterating the value function until policy functions

have converged. Policy functions tend to converge faster than value functions. Table

4.1 presents Bloom (2009)�s estimated parameters of the adjustment cost function.

We refer to this parameter setup as the baseline hereafter. Capital irreversibilities

are denominated in the relative purchase price of capital. They appear to be large,

34 per cent of the relative purchase price of capital. The �xed costs of investment are

denominated as fraction of annual sales. They amount to 1:5 percent of annual sales,

which is small relative to irreversibilities. Labor irreversibilities are denominated as

a fraction of annual wages. They are estimated to be 1:8 per cent of annual wages.

Labor �xed costs are 2:1 percent of annual sales, comparable to �xed investment

costs.

Table 4.1: Baseline adjustment cost estimates. Parameter estimates are taken from
table III in Bloom (2009).

Estim ated param eters baseline
CPK investm ent resale loss, p ercent 33.9

� CFK investm ent �xed cost, p ercent of annual sa les 1 .5

C
Q
K

cap ita l quadratic adjustm ent cost param eter 0
CPL p er cap ita h iring/�ring costs, p ercent of annual wages 1.8
CFL �xed hiring/�ring costs, p ercent of annual sa les 2 .1

C
Q
L

lab or quadratic adjustm ent cost param eter 0
�L baseline level o f uncerta inty 0.443

�H � �L spread of �rm business conditions grow th 0.121
�
�
HL

transition of �rm business conditions grow th 0
 curvature of the hours/wages function 2.093

10Which is Tobin�s average Q.
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4.2.6 Key results in the model

The model�s solution yields a central region of inaction, where no hiring/�ring or in-

vestment/disinvestment takes place. It encapsulates the real option value of waiting

(Abel et al. (1996)). Outside the region of inaction, �rms hire or invest whenever

business conditions are su¢ ciently good and shed workers or disinvest when they

are su¢ ciently bad. If business conditions are not good or bad enough, the value

of waiting is higher than the value of hiring/�ring or investment/disinvestment and

�rms do not adjust. The thresholds of the policy functions for the baseline are

depicted, in solid lines, in �gure 4-1. They re�ect lumpiness caused by costly factor

adjustment. When uncertainty is higher, the thresholds shift out, as shown by the

dashed lines.

Figure 4-1: Policy thresholds. The thresholds are computed using baseline adjustment cost
estimates (Table 4.1). An increase in uncertainty leads an expansion of the central inaction region.

The solid line corresponds to low uncertainty, the dashed line corresponds to high uncertainty.
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GivenK=L, the inaction region in �gure 4-1 can be projected into one-dimensional

space. The one-dimensional cut reveals the relationship between the cross section

distribution of plants and the policy function for employment. Inferences about this

relationship will be useful in sections 4.5.3 and 4.6, where we investigate the e¤ects

of shocks on �rst and second moments of aggregate variables.

Figure 4-2 plots this projection at the most typical K=L ratio. The estimated

density is spread across the inaction region and is skewed to the right. The mode is

just below the hiring threshold. The observed skewness can be attributed to positive

demand growth, therefore more units are likely to hire than �re. This general shape

is another re�ection of lumpy factor adjustment: when a �rm hits the threshold it

hires and then moves back to the interior of the state space.

Figure 4-2: The distribution of units between the hiring and �ring thresholds.

To get a grasp aggregate dynamics, �gure 4-3 plots the response of aggre-
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gate employment to a temporary uncertainty shock.11 It falls on impact, then

rebounds and overshoots 6-7 periods after the shock. Aggregate employment drops

because increased uncertainty makes it optimal to cease hiring/�ring and invest-

ment/disinvestment. In other words, the rise in uncertainty increases the option-

value of inaction. Labor attrition makes aggregate labor fall initially because as

the inaction threshold moves out, more �rms fall into the inaction region and no

hiring/�ring takes place.12

Activity picks up once uncertainty approaches its pre-shock level. Hiring inten-

si�es and aggregate employment exceeds its pre-shock level after 6-7 periods. The

overshoot is due to the increased volatility in business conditions. Since the mass of

the cross section distribution of �rms is close to the hiring threshold, more units will

hit it when business conditions improve. In sum, a basic result of the simulation is

that labor �rst drops then overshoots as uncertainty subdues later.

11Impulse responses are derived from simulations at the monthly frequency.
12Recall that the distribution of units is such that most of the mass is on the left of the upper

threshold of the inaction region.
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Figure 4-3: The response of aggregate employment.
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4.3 The e¤ect of adjustment cost parameters on

�rm-behavior

This section describes the e¤ects of di¤erent adjustment cost components on �rms�

policy functions. Understanding these microeconomic e¤ects in the model is essen-

tial because our purpose in sections 4.5 and 4.6 is to trace aggregate movements

back to �rm-level developments. We also analyze how the relative position of the

cross section distribution and the policy function changes with di¤erent parame-

trization of the adjustment cost function. This relationship is important because,

as we saw in section 4.2.6, it determines the general shape of aggregate impulse

responses.

First we describe the e¤ect of adjustment cost components on the inaction re-

gion. We depict only three cost-scenarios in �gures 4-4-4-6 because many of the

others yielded similar results.13 Each �gure corresponds to a di¤erent cost-scenario.

We label the adjustment cost function described in table 4.1 as "baseline".

First, we set partial irreversibilities to zero so only �xed costs are present in the

adjustment cost function. Figure 4-4 shows that the inaction region is smaller rela-

tive to the "baseline" mainly because the disinvestment threshold shifts upward. In

other words, the real option value of waiting is greater than the value of adjustment

in a smaller region of the state space. With �xed costs only, �rms start disinvesting

already at productivity levels at which they would have waited had they faced both

irreversibilities and �xed costs.

Next, we take the cost parameters in table 4.1 and double irreversibilities. Figure

4-5 shows that the inaction region expands relative to the "baseline" mainly because

the disinvestment threshold shifts downward. Estimated capital irreversibilities are

13We solved the model setting cost parameters to zero one-by-one, and also doubling them one-
by-one. Many scenarios yielded similar results. For instance, baseline costs and large �xed costs
imply similar policy thresholds because estimated �xed costs are small relative to irreversibilities.
Therefore, doubling only �xed costs does not shift much the disinvestment and hiring thresholds.
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large14 implying that selling capital entails considerable losses. Cutting back on

employment implies less loss so the �ring threshold is not much a¤ected. With esti-

mated �xed costs and large irreversibilities, �rms disinvest at very low productivity

levels.

Finally, we double all the cost parameters in table 4.1. Figure 4-6 shows that

e¤ect on the inaction region is similar to the e¤ect of doubling only irreversibilities 4-

5. Capital irreversibilities are large not only compared to labor but also compared

to �xed costs. Therefore doubling �xed costs yields no additional e¤ect on the

inaction region once irreversibilities are doubled.

Figure 4-4: Policy thresholds with �xed costs only. The dashed line corresponds to when only
�xed costs are present (CFK and C

F
L in table 4.1), the solid line corresponds to baseline adjustment

costs (rows 1-6 in table 4.1). If only �xed costs are present, the inaction region shrinks relative to

baseline.

14Capital irreversibilities are estimated to be thirty-three per cent of the purchase price of
capital, whereas it is less than two per cent of annual wages for labor.
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Figure 4-5: Policy thresholds with large irreversibilities. The dashed line corresponds to when
CPK and C

P
L in table 4.1 are doubled, the solid line corresponds to baseline adjustment costs (rows

1-6 in table 4.1). If irreversibilities are large, the inaction region expands relative to the baseline.

Figures 4-7-4-8 depict the one-dimensional cut through the inactions regions for

two cost-scenarios. Figure 4-7 presents the e¤ect of setting �xed costs to zero in

table 4.1. Figure 4-8 shows the e¤ect of doubling all the cost parameters in table

4.1. These plots are useful because they reveal how the relative position of cross

section distribution and the policy function changes with di¤erent adjustment cost

parameters. We discuss only two cases because the other cost-scenarios produced

results similar to �gure 4-2.

In the presence of only irreversibilities (�gure 4-7), the hiring inaction region

shrinks relative to the "baseline". So does the variance of the hiring distribution.

When adjustment costs are doubled (�gure 4-8), the hiring inaction region expands

relative to the "baseline " and the variance of the cross section distribution also

increases. As a result, the relative position of the distribution and the inaction
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Figure 4-6: Policy thresholds with large adjustment costs. The dashed line corresponds to
when the parameters in rows 1-6 in table 4.1 are doubled, the solid line corresponds to baseline

adjustment costs (rows 1-6 in table 4.1). The e¤ect of doubling cost parameters is similar to

doubling only irreversibilities because estimated irreversibilities are sizeable relative to other cost

components.

region remains virtually the same: the density is skewed and peaks within the

inaction region.
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Figure 4-7: The distribution of units between the hiring and �ring thresholds. Baseline irre-
versibilites only.
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Figure 4-8: The distribution of units between the hiring and �ring thresholds. Large adjustment
costs (twice the baseline parameters).
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4.4 Forecastability

This section tries to shed light on why productivity components may aid in forecast-

ing aggregate productivity growth. We illustrate the empirical �ndings described

in Chapters 2 and 3 by simulating �rst and second moment shocks to the pro-

ductivity distribution and analyzing their e¤ect on the productivity components.

The simulation exercises start by simulating a trend-shift, which is modeled as a

increase in the �rst moment of the productivity distribution. Then, we combine

the trend-shift with a second moment shock, which is modeled as an increase in the

variance of the productivity distribution. This setup ensures that we may test how

well micro-aggregated components detect changes in the data generating process of

productivity in an environment where both �rst and second moment shocks hit the

economy.

The main �ndings of this section are i) trend-shifts in aggregate productivity

are immediately detected by the within term; ii) uncertainty e¤ects are picked up

by the between term. The former conclusion follows from the fact that the within

term is a weighted average of individual productivity growth rates. If a trend-

shift happens, the growth rates of all �rms are a¤ected and therefore should be

re�ected in the dynamics of the within term. One can think of this term as the

manifestation of genuine growth e¤ects. The second e¤ect is a consequence of �rms

freezing hiring and �ring in the wake of an uncertainty shock. If uncertainty is

high, it is optimal to wait so �rms postpone hiring and �ring. Their activity in

factor markets revives when uncertainty subdues. We expect the between term to

capture any response triggered by changes in the reallocation of resources among

�rms. Changes in market shares are often assumed to capture these mechanisms,

this term is therefore usually labeled as the reallocation term.

For simplicity, we �rst illustrate the e¤ect of a positive �rst moment shock

to business conditions. Figures 4-9 and 4-10 plot the contributions of the within
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and between terms to aggregate productivity growth.15 The former �gure depicts

a temporary shock, the latter depicts a permanent shift. The temporary shock

generates a spike in the within component, the permanent shock shifts up its mean.

The between term�s large contribution may seem puzzling at �rst sight. If no

shock hits the economy, one would not expect reallocation among �rms and the

contribution of the between term should be zero. BHC-type decompositions16, like

the one we use, weight input movements using di¤erences in productivity levels.

Figure 4-11 shows how the �rst and second moments of the productivity distribution

evolve over time. Clearly, productivity grows over time following from the geometric

random walk processes for business conditions. Since labor supply is not �xed in

this model, �rms experience hiring bursts continuously. On the other hand, labor

attrition causes �rms to shrink. Since there is no endogenous exit in the model,

shrinking �rms end up with zero employment in the left tail of the employment

distribution. These opposite e¤ects result in the positive contribution of the between

component in this model.

15The original plots in Bloom (2009) show a less volatile within component. The smaller varia-
tion in his plots is due to the fact that his code computes three-year moving averages to smooth
out the variability in the within component.
16Variants of the decomposition method proposed by Baily et al. (1992)
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Figure 4-9: Aggregate productivity growth on impact and after the shock. 1 percent temporary
positive shock in business conditions, no uncertainty shock.
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Figure 4-10: Aggregate productivity growth on impact and after the shock. 1 percent permanent
positive �rst moment shock in business conditions, no uncertainty shock.
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Figure 4-11: Long run properties of the distribution of log-productivity. The simulation was
carried out using 250 units, 4 �rms, 500 timeseries and 94 years. Every observation on the �gures

was calculated using di¤erent time-realizations and the entire cross section of plants at that time

period.

The power of this simple decomposition becomes apparent if the �rst moment

shock is combined with a second moment shock. We interpret the second moment

shock as a negative cyclical shock at the beginning of a downturn. Figures 4-12 and

4-13 show the result from these simulations. The e¤ect of the temporary uncertainty

shock is identical to the original result in Bloom (2009), i.e. the between term drops

to zero and then overshoots. The initial increase in uncertainty makes �rms stop

hiring and �ring, labor-shares do not change, therefore the drop in the between

component. Labor market activity rebounds and intensi�es after uncertainty passes

and overshooting happens after 6-7 periods, when uncertainty approaches its pre-

shock level. As �gure 4-13 shows, the within component immediately detects the

positive trend-shift.

These stylized results reveal that uncertainty, volatility and trendshift are clear
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Figure 4-12: Aggregate productivity growth on impact and after the shock. Uncertainty shock
with a 1 percent temporary positive shock in business conditions.

drivers of aggregate dynamics. The key �nding here is that the trendshifts are picked

up by the within component and the e¤ect of second moment shocks are picked up

by the between component. It is also clear from these simple simulations that

aggregate productivity growth confounds them. Therefore, if one wants to separate

trendshifts from cyclical variation, it is useful to look at our dynamic components

because aggregate productivity alone confounds these e¤ects when both shocks

simultaneously hit the economy.

In the next step, we formally test which timeseries gives clearer signal about the

underlying shock. We use the simple Chow-test for structural breaks the following

way. We �x the time of the shock at month 1 of year 11. We add one observation

to all three timeseries and compute the p-value of the F-statistic. Then we add one

more observation and compute the statistic again. In this manner, we compute three

sequences of F-statistics and p-values period-by-period for the aggregate, within and
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Figure 4-13: Aggregate productivity growth on impact and after the shock. Uncertainty shock
with a 1 percent permanent positive shock in business conditions.

between terms. The sequence ends at the twelwth period after the shock. If the

shock is temporary and the p-value of an F-statistic falls below usual signi�cance

levels, we reject the null of no structural break and register a signal. If the shock is

permanent, we register a signal if the p-value of the test falls and stays below usual

signi�cance levels.

Table 4.2 shows the results for a combined �rst and second moment shock, where

the �rst moment shock is permanent and the second moment shock is temporary.

All three timeseries signal a break already in period 2, but only the p-value of the

within component stays below 0:05 after period 3. We conclude that the signal of the

within component is consistent with the permanent trendshift. Table 4.3 shows p-

values when the �rst moment shock is temporary. As expected, the �rst p-values are

similar to the permanent �rst-moment-shock case. From period 3 onwards neither of

the components signal di¤erently. We conclude that micro-aggregated components
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capture the temporary �rst moment shock, while the aggregate does not. Tables

4.4 and 4.5 show p-values of the F-statistic for the permanent and temporary �rst

moment shocks alone. If the shock is permanent, all three series�signal are strong.

If the shock is temporary, the Chow test does not show permanently low p-values

because the shock is rather an outlier, not a break.

These results are in line with our earlier conjecture that the within component

clearly signals permanent trendshifts. The practical advantage of the micro com-

ponents is the greatest when trendshifts and uncertainty shocks simultaneously hit

the economy. The within component then captures the trendshift, while aggregate

productivity confounds the e¤ects of the shocks.

Table 4.2: P-values of a one-sided Chow test. Uncertainty shock combined with a
1 percent permanent �rst moment shock.

�p eriods� �aggr� �w ith� �b etw�
1
2 0.523 0.002 0.000
3 0.000 0.056 0.029
4 0.139 0.048 0.910
5 0.122 0.029 0.733
6 0.105 0.023 0.459
7 0.087 0.017 0.322
8 0.173 0.019 0.437
9 0.208 0.012 0.519
10 0.222 0.009 0.554
11 0.137 0.009 0.432
12 0.238 0.006 0.550

The sample starts 12 p eriods b efore the sho ck and ends as sp eci�ed by the Column 1. The sho ck h its the system in p eriod 1. We
use an AR(1) model w ith constant to compute the residual sum of squares (b oth restricted and unrestricted). Column 1 shows the
number of observations added to the sample at each round. Columns 2,3 ,4 show the p-values for the tim eseries of the aggregate,
w ith in and b etween components, resp ectively.
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Table 4.3: P-values of a one-sided Chow test. Uncertainty shock combined with a
1 percent temporary �rst moment shock.

�p eriods� �aggr� �w ith� �b etw�
1
2 0.523 0.002 0.000
3 0.767 0.041 0.029
4 0.433 0.279 0.841
5 0.144 0.304 0.858
6 0.097 0.292 0.570
7 0.080 0.335 0.380
8 0.328 0.568 0.462
9 0.455 0.653 0.551
10 0.569 0.700 0.609
11 0.350 0.528 0.569
12 0.705 0.645 0.649

The sample starts 12 p eriods b efore the sho ck and ends as sp eci�ed by the Column 1. The sho ck h its the system in p eriod 1. We
use an AR(1) model w ith constant to compute the residual sum of squares (b oth restricted and unrestricted). Column 1 shows the
number of observations added to the sample at each round. Columns 2,3 ,4 show the p-values for the tim eseries of the aggregate,
w ith in and b etween components, resp ectively.

Table 4.4: P-values of a one-sided Chow test. 1 percent permanent �rst moment
shock.

�p eriods� �aggr� �w ith� �b etw�
1
2 0.000 0.001 0.001
3 0.037 0.053 0.115
4 0.024 0.042 0.037
5 0.018 0.027 0.033
6 0.012 0.021 0.032
7 0.008 0.016 0.015
8 0.007 0.017 0.010
9 0.005 0.010 0.009
10 0.004 0.008 0.007
11 0.003 0.007 0.004
12 0.002 0.005 0.004

The sample starts 12 p eriods b efore the sho ck and ends as sp eci�ed by the Column 1. The sho ck h its the system in p eriod 1. We
use an AR(1) model w ith constant to compute the residual sum of squares (b oth restricted and unrestricted). Column 1 shows the
number of observations added to the sample at each round. Columns 2,3 ,4 show the p-values for the tim eseries of the aggregate,
w ith in and b etween components, resp ectively.

Table 4.5: P-values of a one-sided Chow test. 1 percent temporary �rst moment
shock.

�p eriods� �aggr� �w ith� �b etw�
1
2 0.000 0.001 0.001
3 0.028 0.039 0.119
4 0.042 0.201 0.047
5 0.065 0.240 0.069
6 0.090 0.232 0.149
7 0.098 0.253 0.131
8 0.181 0.438 0.137
9 0.204 0.488 0.128
10 0.291 0.551 0.217
11 0.199 0.388 0.238
12 0.332 0.489 0.338

The sample starts 12 p eriods b efore the sho ck and ends as sp eci�ed by the Column 1. The sho ck h its the system in p eriod 1. We
use an AR(1) model w ith constant to compute the residual sum of squares (b oth restricted and unrestricted). Column 1 shows the
number of observations added to the sample at each round. Columns 2,3 ,4 show the p-values for the tim eseries of the aggregate,
w ith in and b etween components, resp ectively.
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4.4.1 What if the shocks are not economy-wide?

A related question is how clearly our components signal when the shocks hit only a

subset of the economy.17 Figure 4-14 depicts the responses of the aggregate, between

and within components when the uncertainty shock hits all �rms but the positive

�rst moment shock hits only subsets of �rms. This setup may be interpreted as

a situation when trendshifts are sector-speci�c in the economy. The middle panel

of the �gure shows that the trendshifts are picked up by the within component.

The more �rms are hit, the stronger the response of the within and aggregate

timeseries. The response of the between term is virtually unchanged because the

second moment shock hits the entire economy.

Figure 4-15 shows simulation results when the �rst moment shock hits all �rms

but the rise in uncertainty a¤ects only a subset. This scenario may be interpreted

as a situation when sectoral demand shocks hit the economy. The lower panel

shows that the more �rms draw high-variance shocks, the larger the e¤ect on the

between component. If the increase in uncertainty hits more �rms, more �rms

cease hiring and �ring and the drop in the between component is on impact. When

uncertainty subdues and �rms begin hiring again, the more �rms are hit, the larger

the reallocation e¤ect because more �rms will hit the hiring threshold. The within

term does not change signi�cantly because the trend-shock hits all �rms.

Our main �nding is that the within and between components gauge di¤erent

�rm-level mechanisms and therefore have di¤erent implications for aggregate dy-

namics. The simulations show that the within component takes up the e¤ect of

a positive �rst moment shock and the between component captures reallocation

17It is easy to allow for �rm-level idiosyncracies for �rst moment shocks. Equation (4.1) shows
that the drift term �it is indexed by i, i.e. it is �rm-speci�c. The equations also show that the
states of variance process are the same for all �rms, i.e. the formulation - stricly speaking - does
not allow for variance-heterogeneity at the �rm-level.
The computational setup of the model allows us to implement the variance shock for a subset

of �rms. In order to be consistent with the notation in section 4.2.2, we would need to index �t
also by i the second and third lines in equation (4.1).
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e¤ects, even when the simultaneous shocks are sectoral.18 This property makes

productivity components useful tools in understanding aggregate productivity dy-

namics.

Figure 4-14: Aggregate productivity growth on impact and after the shock. Uncertainty shock
with a 1 percent permanent positive shock in business conditions. The positive �rst moment shock

hits various subsets of �rms.

18Referring to the ability to separate these e¤ects phenomenon as "orthogonality" of the com-
ponents seems like an overstatement. However, our results show that the e¤ects of shocks are
separately picked up by the micro-components when the �rst and second moment shocks are
combined.
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Figure 4-15: Aggregate productivity growth on impact and after the shock. Uncertainty shock
with a 1 percent permanent positive shock in business conditions. The uncertainty shock hits

various subsets of �rms.
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4.5 Procyclicality and adjustment costs

This section attempts to relate the changes in the cyclical behavior of aggregate

productivity to changes in the structure of factor adjustment at the �rm level. To

motivate our analysis, we �rst point out two stylized facts about the co-movement

between economic activity and labor productivity. Then, after reviewing the rele-

vant literature, we simulate Bloom�s model to see whether �uctuations in aggregate

labor productivity can be explained by changes in �rms�costs of factor adjustment.

Figures 4-16 and 4-17 show growth rates of labor usage19 and labor productiv-

ity20 for the United States and three European countries.21 We use labor usage as

an indicator of economic activity. Figure 4-16 shows that the cyclical adjustment of

U.S. labor productivity changed in the past two decades. Prior to the early 1990s,

both input usage and labor productivity growth accelerated in expansions and de-

celerated in recessions. However, labor productivity growth remained positive while

labor usage fell in the 1991 recession. This pattern emerged both after 2000 and

in the latest recession.22 The cyclical dynamics of labor productivity is similar in

European countries. It decelerates or even declines in recessions prior to the early

1990s while it grows at positive rates in recessions after the early nineties.

The macroeconomic literature views these stylized facts important because dif-

19Labor usage is measured as the growth in hours worked in the United States. For European
countries, we used the growth rate of the number of employed in the civilian labor force.
20Labor productivity is measured as output per hour in the United States. For European

countries, labor productivity is measured as GDP divided by the number of employed in the
civilian labor force.
21We used quarterly data from the OECD database for European countries. The dataset is

comprehensive but has long timeseries for three countries: Germany, Italy and France. We used
the data for these three countries to compute 4-quarter growth rates for GDP and the number of
employed in the civilian labor force. The OECD did not have quarterly data on hours worked.
22The NBER recessions in 1971-1972, 1975, around 1982-1983, 1992-1993 and at the end of the

sample are visible in the European data as well. There are two main di¤erences. The �rst one
is around 2002, after the next-to-last NBER-recession. Employment usage actually fell by up to
two percent in the US in this period, while it exhibited close-to-zero but still nonnegative growth
rates in European countries. The second one is in 1971-1972. The dip in US employment usage
appears more articulate compared to what is shown by European data.
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ferent explanations of cyclical productivity have di¤erent implications for both mod-

eling and policy. In real business cycle models, observed procyclicality is generated

by procyclical technology shocks. In the New Keynesian literature, procyclical pro-

ductivity results from in�exibilities. The next section gives an overview of these

explanations. In our model, physical productivity and business conditions are not

separable. Therefore we cannot tell whether �uctuations in productivity result from

procyclical TFP shocks or from changes in inputs or outputs. Instead, we attempt

to show in section 4.5.3 that these �uctuations can be related to costly factor ad-

justment at the �rm-level.
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Figure 4-16: Labor hours and labor productivity growth in the US. (4-quarter growth). Source:
Bureau of Labor Statistics.
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Figure 4-17: Labor hours and labor productivity growth in Europe (4-quarter growth rates
using Germany, Italy and the UK). Source: OECD
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4.5.1 A brief review of relevant literature

In the real business cycle literature (RBC), the observed procyclicality of produc-

tivity forms the basis of economic �uctuations. RBC-style analyses are based on

assuming exogenous technology shocks to the economy. These shocks are consid-

ered to be real shocks. A modi�cation to the RBC-approach is to introduce the

consumption-leasure trade-o¤, which leads to �uctuations in employment. The

two basic channels through which shocks a¤ect employment and output in the

RBC-models are the intertemporal-substitution via the work-leasure choice and the

capital accumulation mechanism. The view that business cycles are generated by

technology shocks is not too popular anymore. There is ample evidence that the

Solow-residual may mask a host of other things: mismeasurement, real increasing

returns to scale, unobserved utilization and labor hoarding.

Hall (1987) shows that the Solow-residual is a biased measure of technology if

price exceeds the marginal cost for �rms. Using instruments23 to proxy markups,

he �nds a high correlation between productivity shifts and output �uctuations.24

His results suggest that the correlation is at least partly caused by economic and

monetary policy rather than exogenous productivity shocks. Rotemberg and Sum-

mers (1988) advocate the view that the extent to which productivity is procyclical

is determined not so much by market power but by labor hoarding.25 If labor ad-

justment is costly, �rms will hoard labor in recessions and labor productivity will

decrease. When the economy enters an expansion period, hoarded labor comes to be

utilized fully and we observe an increase in productivity. Bernanke and Parkinson

(1990) test three theories of procyclical productivity using data on manufacturing

industries from the interwar and postwar period. They document procyclicality

23Oil and military expenditures, monetary shocks, etc.
24Productivity shocks have high explanatory power for output fuctuations when considered as

exogenous variables in a regression.
25The hoarding argument is centered around the potential costs of adjusment in labor, so, in

fact, it follows the unobserved utilization argument.
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and �nd evidence against the RBC-theory.26 Their data provides mixed evidence

for the increasing returns to scale assumption and the labor hoarding hypotheses.27

In the New Keynesian literature, the magni�cation and propagation mechanisms

of RBC models are thought to be of little relevance in explaining observed �uctua-

tions. Instead, these are assumed to result from rigidities. In a recent study, Basu

et al. (2004) argue that one can explain the observed countercyclical behavior with

labor market rigidities.28 If real wages are sticky, �rms adjust labor instead of the

real wage. As a consequence, labor productivity increases after a negative shock

if there is increasing returns to scale.29 Other real in�exibilities30 are also thought

26First, the estimated labor elasticities do not coincide with cost shares, which is one key
assumption of RBC-type analyses. Second, estimates are similar between the interwar and postwar
periods. This is interesting because the two periods saw obvious di¤erences in terms of innovations,
industry de�nitions and the overall economic environment. It is hard to defend the view that the
Great Depression was caused by large technological shocks, otherwise diminishing marginal returns
should have been observed in the interwar period. Third, the real shocks that led to the Great
Depression might be viewed as productivity shocks, but in order to match the RBC-type view they
would have to be of the technology-type, ie. in the error term. Fourth, the e¤ects of real shocks
were uniform and widespread across industries, as shown by the greater-than-one coe¢ cients.
27If there are true increasing returns, input growth is a su¢ cient statistic for output growth and

the cyclical indicators should not have signi�cant explanatory power. If they do, it may be taken
as evidence for labor hoarding or variable utilization. Their results are mixed, they �nd that for a
set of instruments 6 out of 10 industries exhibited evidence of variable utilization. They test the
labor hoarding hypothesis by running an IV-regression of labor input growth on current and lagged
output growth. If the hoarding theory holds, �rms are likely to react to demand �uctuations by
adjusting utilization on impact and adjusting labor input only gradually. They take a signi�cant
coe¢ cient on lagged output as evidence of labor hoarding.
28This assumption has implications for the labor hoarding and utilization hypotheses. If �rms

adjust on the extensive margin, then the utilization-based argument is hard to defend. If there are
no adjustment costs preventing �rms from laying o¤ workers or disinvesting, then there is no need
for them to adjust capacity utilization. If labor market institutions are �exible enough so �rms
can adjust on the extensive margin, then it is unlikely that wage rigidities exist. Therefore, if we
believe that real wage stickiness can explain the change in the cyclical behavior of productivity,
then we also imply that the intensive margin is unimportant because there are no substantial costs
associated with factor adjustment. We believe it is more plausible to assume that �rms adjust
�rst on the intensive margin and then vary labor and/or capital.
29More generally, if prices cannot change in the short run and demand is governed by real

balances, then a positive productivity shock won�t induce an increase in demand because both the
money supply and prices are �xed. However, �rms need less labor input to produce this unchanged
output because productivity has improved. As prices fall in the wake of the positive technology
shock, RBC-dynamics take over: real money balances rise, which increases demand and output.
Eventually, input usage returns to its long-run equilibrium level.
30In�exibilities, or in other words, persistence may emanate from various sources: habit forma-
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to be possible causes of countercyclical behavior. For instance, Francis and Ramey

(2002) show using a dynamic general equilibrium model that inertial consumption

may result in countercyclical impulse response of labor usage. When productivity

increases, persistence makes domestic demand change little and as a result, hours

fall.

The studies cited above document procyclicality and test hypotheses about in-

creasing returns to scale, mismeasurement, labor hoarding and unobserved utiliza-

tion. These hypotheses - except true increasing returns - essentially hinge on the

assumption of costly factor adjustment. A set of studies (Burnside et al. (1993),

Wen (2002) and Wen (2003)) make this assumption explicit and explain procyclical

productivity by relating it to costly factor adjustment. Their framework is built

on Hansen (1985)�s indivisible labor assumption, which proves to be su¢ cient to

generate the observed responses of labor productivity. For instance, Wen (2002)

shows that when employment is costly to adjust31, demand shocks may generate

procyclical productivity in a standard dynamic stochastic general equilibriummodel

without assuming any role for technology shocks, imperfect competition, increasing

returns or sticky prices. He also shows that low labor-adjustment costs result in less

procyclical productivity and high labor-adjustment costs stronger cyclical behavior.

Yet another branch of literature explores the nature of factor adjustment at the

�rm-level. A recent example is Cooper and Haltiwanger (2006). The main focus of

these studies is on �rms�adjustment itself, not the e¤ect it may have on aggregate

variables.

We build on the results of these studies, and, using the model described in

sections 4.2 and 4.3, we attempt to show that changes in adjustment costs at the

�rm-level have consequences for the cyclical behavior of aggregate productivity.

Note that Bloom (2009)�s model does not allow prices to change endogenously for

tion in consumption and/or standard Q-theory adjusment costs for capital.
31Adjustment costs are assumed quadratic, otherwise the model is similar to Burnside et al.

(1993)
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computational reasons. He uses vector-autoregressions to estimate general equilib-

rium e¤ects of uncertainty shocks on wages, interest rates and prices. This raises

a question about how robust our results are to general equilibrium e¤ects. In a

recent paper, Bachmann et al. (2008) investigate this issue for capital adjustment.

They measure the e¤ect of partial and general equilibrium restrictions by how much

smoother aggregate variables become under these restrictions, measured by the re-

duction in the quarterly standard deviation of the investment rate. They �nd

that including general equilibrium restrictions in addition to partial equilibrium re-

strictions results in a 19% reduction. Alternatively, including general equilibrium

restrictions results in 19% reduction compared to when only partial equilibrium

smoothing is present. This suggests that a model that features one of the two

smoothing mechanisms should be able account for most of e¤ect of equilibrium

restrictions.

4.5.2 Simulation design

This section tries to assess whether adjustment costs explain the changes in the

cyclical response of aggregate labor productivity. We follow the logic in Bloom

(2009) and simulate the economy of 1000 units (�rms), four �rms (sectors) at a

monthly frequency for 14 years.32 Each monthly observation is drawn twenty-�ve-

thousand times. We model the negative business cycle shock by increasing the

variance of shocks for each unit in month 1 of year 11.33 The shock can be inter-

preted as a negative demand shock at the beginning of a downturn. Cross section

and time-aggregation is carried out as in Bloom (2009).

We assess the dynamic behavior of aggregate variables by looking at the di¤er-

ences in the impulse responses of aggregates, which are calculated using di¤erent

32Outcomes are based on 25000 di¤erent draws for each cross section observation in each period.
33For �rms in the low-variance state in the previous period, the shock amounts to a switch from

�L to �H . For �rms in the high-variance state in the previous period, no switch happens.
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underlying adjustment cost parameters. The baseline cost setup uses the estimated

parameters in column 1 of table III in Bloom (2009). Table 4.6 repeats them for

convenience.

Table 4.6: Adjustment cost estimates.
Estim ated param eters baseline

CPK investm ent resale loss, p er cent 33.9
CFK investm ent �xed cost, p er cent of annual sa les 1 .5

C
Q
K

cap ita l quadratic adjustm ent cost,param eter 0
CPL p er cap ita h iring-�ring costs, p er cent of annual wages 1.8
CFL �xed hiring-�ring costs, p er cent of annual sa les 2 .1

C
Q
K

lab or quadratic adjustm ent cost, param eter 0
�L baseline level o f uncerta inty 0.443

�H -�L spread of �rm business conditions grow th 0.121
�
�
HL

transition of �rm business conditions grow th 0
 curvature of the hours/wages function 2.093
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4.5.3 Results

We carry out two simulations. In the �rst, adjustment costs are as in table 4.6. In

the second simulation, we set the adjustment cost parameters to zero. We label the

�rst one as the "high cost" and the second one as the "low cost".

Figure 4-18 shows the output, inputs and labor productivity for the "low cost"

simulation. Economic activity hardly changes. Equation (4.5) shows that �rms�

policy function for hours is increasing in productivity. Firms� inaction region is

small, positive hiring happens at lower productivity levels.34 Since the cross sec-

tion distribution is negatively skewed in productivity space, more �rms are hit with

potentially positive productivity shocks from the high-variance productivity distri-

bution. They increase their hours on impact and therefore labor input (LH) does

not seem to decrease. Consequently, output does not decrease either.

When �rms face frictions, shown in �gure 4-19, increased uncertainty has a

stronger e¤ect on output, inputs and labor productivity. Optimal policies are now

characterized by the central inaction region described in section 4.2.6. A nega-

tive shock generates an aggregate hiring freeze. Aggregate hours do not adjust.

Consequently, output and labor input drop on impact.

Figure 4-20 compares the response of de-trended output, labor input and labor

productivity for the "low cost" and "high cost" simulations.35 The impact-e¤ect of

uncertainty on output and labor input is larger in the presence of higher adjustment

costs. The response of output is almost four times larger and the response of labor

input is about three times larger in the "high cost" simulation. The response

of labor productivity is therefore also larger in the "high cost" simulation.36 We

34Just above �1:5 at the modal K=L.
35The general shape of the aggregate responses is intuitive: they drop more in the "high cost"

simulation, then rebound after three months and overshoot as uncertainty approaches its original
level after 6 months.
36We ran additional experiments to disentangle the e¤ects of each cost-element. Either �xed

costs or irreversibilites generated similar aggregate impulse responses, because these nonconvexities
all generate a central inaction region in �rm�s policy functions.
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conclude that larger adjustment costs at the �rm-level may generate larger impulse

responses in aggregate variables in the wake of business cycle shocks. In other

words, the aggregate productivity may become less (more) procyclical if �rms face

smaller (larger) adjustment costs.

Figure 4-18: The e¤ect of an uncertainty shock on output, labor input and productivity. Low
adjustment costs. All variables are log-levels and normalized to zero at the pre-shock date.
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Figure 4-19: The e¤ect of an uncertainty shock on output, labor input and productivity. High
adjustment costs. All variables are log-levels and normalized to zero at the pre-shock date.
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Figure 4-20: Decomposing the response of labor productivity into output and labor input

responses. All variables are log-levels, de-trended and normalized to zero at the pre-shock date.
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4.6 Does the granular hypothesis hold in this model?

In this section, we take a �rst pass on whether the productivity and market share

evolution of large �rms may explain aggregate productivity developments. If these

�uctuations are explained by large �rms, then we may be able improve on aggregate

productivity forecasts using data available at higher frequency and a smaller lag.

For instance, the U.S. Census Bureau�s survey on Manufacturers�Shipments, Inven-

tories, and Orders collects data on manufacturing establishments with $500 million

or more in annual shipments for 89 industry categories. It includes information on

establishments�value of shipments, new orders, inventories and material use at a

monthly frequency.

The focus of our analysis is not to �nd the optimal way to incorporate survey-

information in aggregate productivity forecasts. Instead, we explore how the cross

section distribution of �rm-level productivity evolves in the wake of a shock to �rm-

speci�c productivity, and whether we can explain aggregate �uctuations by looking

at only large �rms.

The majority of macroeconomic research has focused on using aggregate shocks

to explain business cycles. Within the representative agent framework, it is easy

to argue that individual �rm-level shocks average out in the aggregate. A recent

study by Gabaix (2011) shows that this argument breaks down if the distribution of

�rm size is fat-tailed, as documented empirically. In his words: "The idiosyncratic

movements of the largest 100 �rms in the United States appear to explain about

one-third of variations in output growth. This �granular� hypothesis suggests new

directions for macroeconomic research, in particular that macroeconomic questions

can be clari�ed by looking at the behavior of large �rms."

The validity of the hypothesis has practical bearing because if aggregate move-

ments are explained by the movements of large �rms, then the moments calculated

using the right tail of the distribution may be su¢ cient in forecasting aggregate
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Chapter 4. Forecastability, Procyclicality and the Granular Hypothesis
productivity growth. We analyze this question by investigating how the size dis-

tribution of units evolves over time in the previous sections of this chapter. To be

speci�c, we simulate the model and analyze the dynamics of certain percentiles of

the employment distribution before and after an increase in the variance of business

conditions.

The shock is the same as in previous simulations. Uncertainty increases for all

units in month 1 of year 11. Figure 4-21 depicts how the quantiles of the employment

distribution evolve before and after the uncertainty shock hits the economy. The

upper panel plots the 25th percentile and the median, the lower panel plots the

75th percentile. The 25th and 50th percentiles are stable over time, with small

downward movement when uncertainty increases. The 75th percentile grows over

time. The cross section distribution is skewed and its dispersion increases over

time. To illustrate the latter, we plotted the inter-quartile range in �gure 4-22. The

dynamics of the upper quartile is clearly visible in this statistic. When uncertainty

hits, �rms freeze hiring, which makes the upper quartile drop. As uncertainty

passes and begins to approach its original level, �rms experience the hiring burst

and the upper quartile rebounds (see section 4.2.6 for more about this volatility

overshoot).37 These plots imply that aggregate employment dynamics are driven

by the highest quartile of the employment distribution.

If we want to explain aggregate productivity growth using the moments of largest

�rms, it is important to know whether the most productive �rms become the largest.

This relationship is shown by the average employment-size of the productivity quar-

tiles in �gure 4-23. More productive �rms become larger as positive productivity

shocks trigger hiring bursts and more productive �rms hire more employees.

Comparing �gures 4-3 and 4-19 to �gures 4-21 and 4-22 shows that the right

tail of the employment-distribution determines aggregate employment-dynamics.

37We did not de-trend these variables for expositional purposes.
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4.6. Does the granular hypothesis hold in this model?

Figure 4-21: The distribution of employment (log(L)).

Shrinking �rms in the left tail become less important as time passes.38 The growing

ones in the right tail become more in�uential towards aggregates. Their in�uence

on aggregate productivity is demonstrated in �gure 4-24, after the economy is hit

by a �rst and second moment shock. Two impulse responses are plotted. The

line labeled "Within term" shows the familiar within component, the line labeled

"Unweighted average "shows the response of the unweighted average of productivity

changes. The di¤erence between the two corresponds to the covariance between the

labor shares and productivity. The larger the di¤erence, the greater the covariance

between the weights and productivity.39

Comparing the distribution of business conditions to �rms�policy functions in-

forms us about what happens at the fringe of the inaction region before and after

38The lowest quartile shows zero size because entry and exit is not modeled.
39See Chapter 1 about the relationship between the unweighted and weighted aggregates and

the covariance between weights and productivity.
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Figure 4-22: The interquartile range of employment distribution (log(L)).

the shock. We saw in section 4.2.6 that the hiring threshold falls in the approxi-

mate range of (�1:4;�0:2) in the log(A=L) space. Figure 4-25 repeats the graph for

convenience. The solid line denotes the hiring threshold with baseline adjustment

costs. Figure 4-26 plots the 25th and 50th percentiles from the distribution of busi-

ness conditions. The median of the log(A=L)-distribution is just above �1:4, which

the lower bound of the range in which the hiring threshold �uctuates depending on

the capital stock. In other words, �rms in the lower �fty percent of the distribution

are in the interior of the inaction region. Firms in the upper half of the log(A=L)

distribution have a good chance to hit the hiring threshold. We saw above that

the upper half of the employment distribution grows, the lower half stagnates or

shrinks. These �ndings imply that �rms with a more positive productivity-history

- and therefore greater number of employees - have a better chance of hitting the

hiring threshold. Smaller units need large productivity shocks to move up in the
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4.6. Does the granular hypothesis hold in this model?

Figure 4-23: Mean size of �rms in the quartiles of business conditions. Size is measured by
employment (L).

distribution and hit the hiring threshold.
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Figure 4-24: Within component and the unweighted average of productivity changes. Shocks:
uncertainty and trend.
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4.6. Does the granular hypothesis hold in this model?

Figure 4-25: The hiring threshold (solid line) at baseline adjustment costs (table (4.6)). Firms
hire in the region to the right of the threshold.

Figure 4-26: The 25th and 50th percentiles of distribution of business conditions (log(A/L)).
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4.7 Conclusions and extensions

We explore three questions in this chapter. First, we investigate whether there is

a theoretical setup where productivity components can be seen to add information

to aggregate productivity forecasts. Second, we ask the question whether changes

in the cyclical behavior of aggregate productivity may be explained by changes

in structure of adjustment costs at the �rm level. Finally, whether the behavior

of productivity and market share of large �rms may be informative to explain

aggregate productivity developments. Our �ndings are based on simulation results

from a recent model of �rm-level heterogeneity by Bloom (2009).

Regarding the �rst question, we show that the productivity components de-

scribed in Chapters 2 and 3 are able to detect and signal shocks to the productivity

distribution. The within component captures the e¤ect of a positive �rst moment

shock and the between component captures uncertainty e¤ects, which triggers real-

location among �rms. The components detect shocks even when the �rst and second

moment shocks hit the economy simultaneously or a¤ect only a certain subset of

�rms.

Our simulations show that larger adjustment costs at the �rm-level may result

in larger responses of aggregate variables. We �nd that the response of output

and labor input is larger in the presence of higher adjustment costs. Further, since

the e¤ect on output is larger, the response of labor productivity is larger in the

presence of higher adjustment costs. This �nding contributes to the procyclicality

literature because it suggests that the observed change in the cyclical behavior of

aggregate productivity in the U.S. may have been caused by changes in �rm-level

factor adjustment.

Finally, using simple visualization of the quartiles of the employment and pro-

ductivity distributions, we �nd that the aggregate dynamics of productivity and

employment are driven by the top quartile of the cross section distribution of these
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variables. The model o¤ers a consistent explanation. Firm�s optimal policies and

the law of motion for �rm-level productivity imply that �rms in the right tail grow

and �rms in the left tail shrink over time. When an uncertainty shock hits the

economy, large �rms freeze hiring, which is re�ected in aggregate dynamics. In

short, aggregate movements are dominated by the dynamics of large �rms. This is

an important �nding because if �rm-size matters for aggregate developments, then

the moments calculated using data on the largest �rms may prove useful proxies

when data on the entire distribution is not available. To implement these ideas,

one would have to decide about several important questions. For instance, it would

be essential to de�ne the moments or the weights to be used in the aggregation.

One would also need to de�ne the group of large �rms. All these tasks should be

completed such that these de�nitions serves the purpose of forecasting the best. We

leave these issues for future research.
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Chapter 5

Samenvatting (summary in dutch)

Dit proefschrift bevat drie essays over productiviteitsgroei. In de eerste twee essays

wordt onderzocht in hoeverre informatie op bedrijfsniveau gebruikt kan worden om

geaggregeerde productiviteitsgroei te voorspellen. De derde essay tracht een raamw-

erk te construeren voor de bevindingen van de eerste twee essays. Daarnaast zullen

twee vragen onderzocht worden over procyclische productiviteit en de zogenaamde

granulaire hypothesis.

In Hoofdstuk 2 zal worden onderzocht of vooruitgang gemaakt kan worden in

het voorspellen van productiviteitsgroei door afstand te nemen van de aanname van

een representatief bedrijf en het idee dat productiviteit de uitkomst is van een data

genererend proces op geaggregeerd niveau. In plaats daarvan richten wij ons op

heterogene bedrijfsmodellen waar geaggregeerde productiviteitsgroei een uitkomst

is van expliciete innovativiteit op bedrijfsniveau en allocatie- en selectieprocessen.

Met behulp van gegevens over Nederlandse productiebedrijven vinden wij dat pro-

ductiviteitscomponenten bruikbaar zijn in het voorspellen van productiviteitson-

twikkelingen.

In Hoofdstuk 3 maken wij gebruik van gegevens over productievestigingen in

de V.S. om prognoses te maken over productiviteitsgroei. Wij conformeren onze

bevindingen uit Hoofdstuk 2, namelijk dat informatie op bedrijfsniveau bruikbaar
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is in het voorspellen van geaggregeerde productiviteitsgroei. De voornaamste bij-

drage van dit hoofdstuk is de presentatie van een methode die micro-geaggregeerde

componenten ondersteunt om onobserveerbare structurele productiviteit te schat-

ten in een state space model. Daarnaast bouwen wij voort op Hoofdstuk 2 door

een trend in productiviteitsgroei te voorspellen met behulp van gegevens over pro-

ductievestigingen. Onze resultaten hebben een praktische betekenis voor macro-

economische voorspellingen. Bekeken vanuit frequenties van de conjunctuur blijkt

dat productiegroei gecorreleerd is met gemeten totale factor productiviteitsgroei,

wat een belangrijke determinant is voor potentiële productie. Potentiële productie

speelt, op zijn beurt, een belangrijke rol in de formulering van beleidsfuncties van

centrale banken gezien de relatie tussen potentiële productie en in�ationaire druk.

Betere voorspellingen van trends in productiviteitsgroei zullen aldus bijdragen aan

het verbeteren van prognoses over potentiële productie.

In Hoofdstuk 4 onderzoeken wij een recent theoretisch model over heterogene

bedrijven. De resultaten van onze simulaties onthullen bewijs over drie kwesties.

Allereerst laten wij zien dat de in Hoofdstuk 2 en 3 beschreven productiviteitscom-

ponenten schokken in de productiviteitsverdeling juist weten op te vangen. Deze

bevinding helpt ons te begrijpen waarom bedrijfsinformatie, gebruikt voor de pro-

ductiviteitscomponenten in Hoofdstuk 2 en 3, bruikbaar is in het voorspellen van

geaggregeerde productiviteit. Ten tweede vinden wij dat veranderingen in het cy-

clische gedrag van geaggregeerde productiviteit gerelateerd zou kunnen zijn aan

veranderingen in factoraanpassingen van bedrijven. Voor zover wij weten is ons

onderzoek het eerste onderzoek waarin de relatie tussen cyclische productiviteit en

aanpassingen in zowel arbeidskosten als kapitaalkosten wordt aangetoond met be-

hulp van een model van bedrijfsheterogeniteit. Tot slot tonen wij dat de evolutie van

de productiviteit en het marktaandeel van grote bedrijven een verklaring kunnen

zijn voor geaggregeerde productiviteits�uctuaties als de verdeling van bedrijfsom-

vang fat-tailed is. Dit is een belangrijke bevinding, omdat, mocht bedrijfsomvang
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van belang zijn voor geaggregeerde ontwikkelingen, de berekende momenten op ba-

sis van gegevens over grote bedrijven bruikbare proxies kunnen vormen wanneer

gegevens over de gehele verdelingen niet beschikbaar zijn.
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